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ABSTRACT

This paper examines the role of human discretion in algorithm-assisted credit approval, draw-
ing on detailed transaction-level data from a leading auto finance leasing firm in China that
adopted a machine-learning-based credit scoring system. Exploiting a quasi-experimental set-
ting created by the staggered rollout of this scoring system, we document three central findings.
First, while machine scoring significantly reduces default rates, it increases reliance on coarse
group-level predictors, indicating heightened statistical discrimination, particularly against long-
tail borrowers with weaker observable traits. Second, human auditors provide an effective correc-
tive mechanism: for applications the algorithm rejects but auditors approve, default rates remain
stable while statistical discrimination declines, demonstrating that human overrides improve fair-
ness without sacrificing performance. Third, machine adoption enhances operational efficiency,
reallocating officer effort toward high-leverage cases—those where human judgment diverges
from the algorithm. Heterogeneity and mechanism analyses show that override quality improves
with auditor experience, localized knowledge, and incentive alignment, while pandemic-induced
uncertainty exacerbates reliance on group-level features. These findings offer nuanced insight
into how human–machine collaboration can be designed to combine algorithmic precision with
contextual judgment, balancing accuracy, fairness, and efficiency in high-stakes financial deci-
sions.
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I. Introduction

The rapid rise of artificial intelligence and machine learning has fundamentally reshaped
how decisions are made in high-stakes settings, including credit approval. While these tech-
nologies promise improvements in efficiency and consistency, they also raise pressing concerns
about fairness, accountability, and the evolving role of human judgment. Recent studies have be-
gun to explore the potential of human–machine collaboration in decision-making processes (Cao
et al. (2024)), important questions remain about the unique role humans play within such sys-
tems. Specifically, what comparative advantages do human decision-makers retain when work-
ing alongside algorithms, and under what institutional conditions can these advantages be fully
realized? Addressing these questions is essential for designing decision architectures that do not
merely substitute human judgment with automated rules, but instead integrate the complemen-
tary strengths of both. This paper investigates human–machine collaboration in credit approval,
focusing on the discretion retained by human auditors. We ask: how does the allocation of
decision-making authority between humans and machines affect both productivity—measured
by post-approval default probability—and fairness—measured by reliance on group-level char-
acteristics? In doing so, we move beyond the question of whether algorithms are biased, and
instead examine whether human discretion can counteract or reinforce those biases in practice.

Using granular transaction-level data from the auto finance leasing sector—leveraging a
quasi-experimental setting generated by the staggered adoption of machine-based credit scor-
ing—we examine how human decision-makers interact with algorithmic recommendations in a
hybrid credit approval process. Our empirical analysis yields three key findings. First, the intro-
duction of machine scoring significantly improves overall prediction accuracy: default rates de-
cline, but the system exhibits increased reliance on coarse group-level characteristics, indicating
heightened statistical discrimination. Second, human auditors play a corrective role in this pro-
cess. For applications initially rejected by the algorithm but subsequently approved by humans,
default rates do not increase, yet the dependence on group-level traits diminishes—suggesting
that human discretion can mitigate algorithmic bias without sacrificing performance. Third, we
find that machine adoption enhances operational efficiency: credit officers spend less time per
case overall, but allocate disproportionately more time to decisions that diverge from algorith-
mic recommendations, implying deliberate and targeted use of human judgment where it matters
most. Together, these findings highlight that humans retain a distinct and complementary role
in algorithm-assisted environments, particularly in safeguarding fairness while maintaining effi-
ciency and accuracy.

The data firm is a subsidiary of one of China’s largest automobile manufacturers, with busi-
ness operations covering all provinces. It serves as the vendor financing arm of the parent com-
pany’s passenger vehicle division, facilitating automobile purchases through in-house financial
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solutions. The financing activities predominantly target long-tail customers—characterized by
dispersed, small-scale demand—primarily consisting of low- to middle-income households with
limited access to traditional credit channels. Consequently, the firm operates under dual business
objectives: to stimulate vehicle sales for the parent company and to generate interest income
from financial leasing, which marks a key distinction from traditional bank auto loans, where
the sole objective is to earn interest income. This dual mandate necessitates a strategic trade-off
between expanding the customer base and controlling default risk.

To enhance the efficiency of the auto finance loan approval process, the firm adopts a
FinTech-based credit scoring system. Developed by a leading technology company special-
izing in credit risk analytics, the system leverages a gradient boosting algorithm (XGBoost)
trained and validated on multiple auto finance datasets. The credit approval process follows a
human–machine collaboration framework: the algorithm generates a credit score ranging from
300 to 1000, along with a preliminary recommendation—approve if the score exceeds 475, re-
ject otherwise. Credit officers use this machine-generated score as a reference but retain final
decision-making authority. We analyze approval patterns across score segments and find that
in the high-score range (above 475), credit officers adhere to the algorithm’s recommendations
in 78.28% of cases. In contrast, in the low-score segment (475 or below), officers override the
machine’s rejection in 80.80% of cases, manually approving a substantial share of these applica-
tions. This setting provides a unique empirical context to study the dynamics of human–machine
collaboration in credit decision-making.

We begin by estimating the impact of machine-based credit scoring on borrower default risk
and hard information dependence. Our identification strategy exploits the staggered rollout of
the FinTech scoring system, which is implemented for commercial vehicle applicants on Febru-
ary 28, 2020, and for passenger vehicle applicants on June 20, 2020. This institutional variation
facilitates a staggered difference-in-differences design. We find that machine-based scoring sig-
nificantly reduces default rates relative to human-only decisions. However, it also increases re-
liance on hard information, indicating a greater degree of statistical discrimination. These results
suggest that while algorithmic models improve predictive accuracy, they do so at the expense of
fairness, disproportionately excluding long-tail borrowers with weaker observable qualifications.
Given that machine scores are constructed from high-dimensional applicant features, variation
in score levels may reflect underlying unobserved heterogeneity. To enhance comparability, we
further restrict the analysis to a narrow bandwidth around the score cutoff, yielding a matched
sample of applicants who are similar in algorithmic evaluation but differ in approval outcomes.

Due to substantial structural and behavioral differences between vehicle types, pooling them
in a single estimation may introduce bias. To address this concern and to leverage richer
borrower- and contract-level information, we implement a single difference-in-differences design
restricted to the passenger-vehicle subsample. Provinces are partitioned into treatment and con-
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trol groups based on their ex-ante level of financial development—measured by digital-finance
penetration, the ratio of total social financing to GDP, and the ratio of stock-market capitaliza-
tion to GDP—under the assumption that borrowers in less-developed credit markets rely more
heavily on relationship-based soft information and are thus more vulnerable to algorithmic sub-
stitution. Consistent across all three measures, we find that the introduction of FinTech scoring
significantly reduces default rates in financially underdeveloped provinces, with no comparable
effect observed in more developed regions. However, it also leads to a notable increase in the
hard information dependence index in the treatment group, suggesting that improvements in pre-
dictive accuracy come at the cost of greater reliance on coarse group-level features in assessing
borrower creditworthiness.

Building on these findings, we further examine the discretionary value that human audi-
tors add when they override algorithmic recommendations. By identifying “rescued” applica-
tions—cases initially rejected by the model but subsequently approved by a credit officer—we
show that human intervention does not increase default risk, while significantly reducing the
model’s reliance on coarse group-level attributes. Specifically, default rates for rescued loans
are statistically indistinguishable from those jointly approved by human and machine, whereas
the hard information dependence index falls by up to 5.6 percentage points after controlling for
detailed officer and agent fixed effects. These results indicate that human overrides can expand
credit access to borrowers with weaker observable profiles, without compromising repayment
performance, thereby mitigating the fairness–efficiency trade-off that often characterizes purely
algorithmic lending.

To deepen our understanding of how human discretion enhances algorithmic decision-
making, we examine the underlying mechanisms through which auditors add value in the over-
ride process. Focusing on “rescued” applications, we explore two specific mechanisms. First,
we find that when auditors and applicants share the same provincial origin, default probabilities
decline by approximately 20 percentage points, and the hard information dependence index falls
by 23 percentage points. This suggests that geographic proximity may confer access to localized
soft information unavailable to the algorithm. Second, during promotional periods—when in-
centive structures are intensified and auditor behavior is more closely monitored—rescued loans
exhibit lower default risk and significantly reduced hard information dependence index values.
These findings indicate that when organizational incentives are properly aligned, human auditors
exercise more effective and fairer judgment, complementing algorithmic recommendations.

We also investigate whether this human–machine complementarity persists or evolves over
time. Dividing the post-FinTech period into early and late phases, we find that the default per-
formance of rescued loans remains stable, while the hard information dependence index declines
more markedly in the later period, indicating that auditors become increasingly adept at identi-
fying and correcting algorithmic misclassifications. A corresponding score-distribution analysis
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reveals that override behavior is consistently applied across a wide score range—particularly be-
tween 300 and 475—rather than being narrowly concentrated near the decision boundary. These
dynamic patterns suggest that human discretion not only offsets algorithmic bias in the short
run but also improves with experience, reinforcing the long-run potential of human–machine
collaboration in high-stakes decision-making.

We further examine heterogeneity in the performance of human–machine overrides across
institutional and individual dimensions. Exploiting cross-sectional variation, we find that more
experienced auditors are markedly more effective at overrides, lowering both default risk and
the hard information dependence index, whereas education and gender play no detectable role.
Officers with poorer pre-FinTech track records continue to approve riskier rescues, suggesting
persistent screening styles. Turning to macro shocks, exposure to COVID-19 does not affect the
default rate of rescued loans but significantly raises their hard information dependence index,
consistent with auditors relying more heavily on hard, group-level cues under heightened uncer-
tainty. Collectively, these results highlight that the quality and fairness of auditor intervention
depend not only on individual skill and past behavior but also on external stressors that shape
information processing.

To understand how FinTech reshapes auditor effort, we utilize officer-level loan processing
efficiency data, aggregated from transaction-level records to the credit officer–year–day level.
After the algorithm’s rollout, average time per application falls by roughly 25 percent, indicat-
ing a sizable efficiency gain. Yet auditors reallocate the saved time strategically: they spend
more time on lower-score applicants and, within that group, 33 percent more on “rescued” cases.
This pattern suggests that machine scores triage the workflow, enabling officers to concentrate
discretionary attention where it adds the most value—namely, on borderline borrowers who the
model misclassifies. Together, the evidence shows that algorithmic tools not only raise baseline
efficiency but also guide human judgment toward higher-value tasks, reinforcing the comple-
mentary nature of human–machine collaboration.

These results are robust to a series of alternative specifications designed to validate the
credibility of our findings. Specifically, we test (i) alternative constructions of the dependent
variables—post-approval default probability and the hard information dependence index; (ii) the
inclusion of additional control variables such as borrower income, family status, rural hukou,
and use of intermediary platforms; (iii) alternative sample restrictions, excluding borrowers with
unusually high vehicle purchases or incomplete contracts; (iv) the exclusion of applications sub-
mitted during key company-level events, such as equity financing and management turnover;
and (v) the use of different imputation methods for missing FinTech scores, including Ridge
and Lasso regressions. Across all specifications, the main conclusions on default risk and hard
information dependence remain robust.

This paper contributes to the literature in several ways.
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First, this paper provides novel empirical evidence on the dual impact of algorithmic tools in
credit markets—enhancing predictive accuracy while simultaneously introducing bias. Our find-
ings contribute to the growing literature that examines the trade-offs between productivity gains
and fairness concerns associated with machine learning applications. The use of machine-based
decision tools has been extensively studied across various domains, including hiring (Horton
(2017)), medical diagnosis (Kleinberg et al. (2015)), judicial bail decisions (Cowgill (2020)),
stock return prediction (Gu et al. (2020)), and risk management (Netzer et al. (2019)). While
such technologies have demonstrated considerable potential in improving decision-making effi-
ciency, recent studies caution that FinTech and ML systems may also amplify historical or struc-
tural biases (Kleinberg et al. (2018); Cowgill and Tucker (2020); Fuster et al. (2022); Bartlett
et al. (2022)). A growing body of work identifies three main sources of algorithmic bias: bi-
ases in the machine algorithm, biases in the training dataset and strategic behavior (Cowgill and
Tucker (2020); Kong and Dietterich (1995); Kleinberg et al. (2018); Osoba et al. (2017)). This
study thus contributes to the empirical foundation of this literature by offering evidence on the
coexistence of improved default prediction and increased statistical discrimination following the
adoption of FinTech scoring. More broadly, our work is also linked to theories of statistical dis-
crimination (Fang and Moro (2011);Csaszar et al. (2023), in which group-level characteristics
are used as proxies for unobserved individual traits, particularly when information is incomplete
or noisy.

Second, our paper contributes to the ongoing debate over how discretionary power should
be distributed between human decision-makers and algorithmic systems in human–machine col-
laboration (Hoffman et al. (2018); Raj and Seamans (2019); Kesavan and Kushwaha (2020);
Fügener et al. (2021); Puranam (2021); Chen et al. (2022); Dell’Acqua (2022); Cao et al. (2024);
Choi et al. (2024)). Prior research highlights that the effectiveness of such collaboration de-
pends not only on the task environment but also on institutional and technological factors. For
example, successful integration often requires high-quality machine inputs (Dell’Acqua (2022)),
incentive-compatible organizational design (Luong et al. (2020)), and task-specific cognitive
demands that shape the relative advantages of humans and algorithms (Fügener et al. (2021)).
Autor (2014) emphasizes that productivity gains from automation arise not from full replacement
but from complementarities—where machines excel in codifiable, routine tasks, and humans re-
tain advantages in flexibility, tacit knowledge, and contextual judgment. Our study contributes
to this literature by empirically evaluating a hybrid decision-making structure in a auto finance
credit setting. In this institutional design, high-score applications are automatically approved
through algorithmic screening, while low-score cases are routed to credit officers for further
assessment. In the latter, humans augment machine recommendations with soft information ac-
quired via phone interviews and in-person investigations. We find that this division of labor
improves overall productivity—not only by enhancing default prediction accuracy but also by
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reallocating human effort toward cases where it is most valuable. These findings offer practical
insights for designing decision-making systems that effectively combine algorithmic precision
with human contextual expertise.

Third, our paper highlights the critical role of human discretion in promoting financial in-
clusion and mitigating algorithmic bias, thereby contributing to the longstanding debate over
whether machine intelligence complements or substitutes human judgment in decision-making
processes (Autor (2015); Benzell et al. (2015); Aghion et al. (2017); Cao et al. (2024)). While
algorithmic systems excel at processing large-scale, structured data, they often lack access to
nuanced, context-specific, or relational information. In contrast, decentralized human decision-
makers—such as credit officers, store managers, and loan agents—may possess valuable soft in-
formation obtained through personal interactions and informal cues (Van Donselaar et al. (2010);
Campbell and Frei (2011); Phillips et al. (2015)). However, the use of such information is not
without risk. Its credibility can be undermined by strategic misrepresentation or “cheap talk”
(Crawford and Sobel (1982)), and its effectiveness may be limited by agency frictions or op-
portunistic behavior (Baiman and Rajan (2002)). Our study provides empirical evidence that
human–machine collaboration, when properly structured, can leverage the strengths of both par-
ties. In our context, human auditors complement algorithmic scoring by exercising discretion
in marginal cases, particularly through the use of soft information channels such as phone in-
terviews and field investigations. We show that this hybrid model not only improves predictive
performance but also plays an important role in reducing statistical discrimination, especially
for disadvantaged groups. These findings suggest that rather than displacing human judgment,
algorithms can be designed to enhance it, reinforcing the case for well-calibrated collaboration
between humans and machines in high-stakes financial decisions.

Fourth, this paper contributes to the literature on in-house or vendor finance, where firms ex-
tend credit to customers through internal financial divisions, often to promote core product sales.
Brennan et al. (1988) show that firms with market power may offer vendor financing even when
bank credit is available, as it allows price discrimination between cash and credit customers.
In practice, in-house financing has become increasingly common among firms offering capital-
intensive goods and services, with prominent examples including Ford Credit, Apple’s install-
ment programs (e.g., Apple Card and Apple Financing), and IKEA’s financial services. While
most subsequent studies in this literature have focused on trade credit (e.g., Schwartz (1974); Pe-
tersen and Rajan (1994); Daripa and Nilsen (2011); Giannetti et al. (2011); Chod (2015); Chod
et al. (2019)), which typically emphasize long-term borrower–lender relationships, our study
shifts attention to a setting where such enduring ties are not necessarily present. We enrich this
literature by analyzing a firm that pursues a dual business objective—promoting automobile sales
for its parent company and generating interest income from leasing. This structure necessitates
a strategic trade-off between expanding the customer base and managing default risk.
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The remainder of the paper is organized as follows. Section 2 provides institutional back-
ground on the firm, including its credit approval procedures and the introduction of the FinTech
scoring system. Section 3 describes the data sources and variable construction. Section 4 ana-
lyzes the impact of human–machine collaboration on credit outcomes. Section 5 investigates the
specific role of human decision-makers in the collaboration process. Section 6 presents a series
of robustness checks. Section 7 concludes.

II. Institutional Background

A. The Auto Finance Leasing Market in China

China has maintained its position as the world’s largest automobile market for 16 consecutive
years in terms of both production and sales volume. In 2024, domestic automobile sales in China
reached 25.577 million units, which indicates substantial consumption potential. 1 Accompany-
ing the rapid expansion of the auto finance market, the penetration rate of auto finance —defined
as the proportion of vehicles purchased using auto finance to total automobile sales—has shown
a significant upward trend in recent years. Specifically, the penetration rate of auto finance in
China’s new car market reached 56% in 2023, representing an increase of approximately 20
percentage points compared to five years earlier. 2

Auto financial leasing constitutes a critical segment of the broader auto finance market, typ-
ically involving three parties: consumers, financial leasing firms, and automobile dealers. The
arrangement operates under a rent-to-own model, wherein the leasing company acquires the ve-
hicle from the dealer and retains legal ownership throughout the lease period. The consumer
gains usage rights by making regular rental payments, and upon completion of the lease term,
ownership is generally transferred to the consumer. This structure lowers the upfront financial
burden for consumers and facilitates access to vehicle ownership, particularly for individuals
with limited liquidity or credit access.

As non-deposit financial institutions, auto financial leasing companies in China are regulated
by the State Financial Regulatory Administration. The regulatory framework includes specific
provisions on loan issuance, related-party transactions, and reserve requirements. At the regional
level, provincial governments are tasked with developing supportive policies, overseeing risk
management, and guiding the industry’s growth. Provincial financial regulatory departments
are responsible for the day-to-day supervision and administration of financial leasing companies
within their jurisdictions.

1Source: China Auto Finance Company Industry Development Report, published by China Banking Associa-
tion.

2Source: 2024 China Auto Finance Report, jointly published by WeBank and Roland Berger.
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B. The Business of the Data Firm

The financial leasing company examined in this study is a wholly state-owned subsidiary
of a leading automobile manufacturer. It functions as the vendor financing arm of the parent
company’s passenger vehicle division, providing in-house financial solutions to facilitate auto-
mobile purchases. As one of the earliest entrants in China’s auto finance market, the company
has established a substantial market share, with operations spanning multiple cities. Its key finan-
cial indicators remain stable and robust. The firm’s funding sources include shareholder capital
injections, bank loans, intra-sector leasing arrangements, and asset securitization.

The firm’s core financial leasing business is classified into commercial vehicles and passenger
vehicles according to the intended purpose of vehicle use. A sample of vehicles in the dataset
is shown in Figure 1. Commercial vehicles are designed primarily for the transportation of
goods and include buses, trucks, and semi-tractors. Their users are typically individual operators
engaged in logistics and transportation services, such as freight and delivery drivers. Passenger
vehicles are mainly used for carrying individuals and their personal belongings or small items,
encompassing sedans, sport utility vehicles (SUVs), and similar models. These vehicles are
primarily leased by household users or natural persons. Across both segments, the firm’s clientele
consists largely of low- to middle-income individuals who are often excluded from traditional
bank credit markets due to insufficient collateral or a lack of formal credit history. As a result,
they rely on non-bank financial institutions, such as leasing firms, to obtain credit. This customer
segment generally exhibits limited observable creditworthiness and constitutes the long-tail of
the consumer credit market.

Unlike traditional bank auto loans that primarily aim to generate interest income, the firm
operates under a dual objective: first, to promote automobile sales for its parent company; and
second, to earn interest income through auto financial leasing. This dual mandate creates a
strategic trade-off between expanding the customer base and managing default risk, reflecting
the firm’s dual role as both a sales facilitator and a financial intermediary. Consistent with this
institutional design, credit officers responsible for loan approvals face performance incentives
that extend beyond delinquency control. Their evaluations also reflect the sales performance of
the auto business division to which the credit review department is affiliated, thereby aligning
credit assessment with broader commercial objectives.

In addition to its distinct business objectives, several institutional features further differen-
tiate the firm’s leasing model from traditional bank auto lending: (1) loan maturity—bank auto
loans are typically short-term (1–3 years), whereas leasing contracts often extend to 4–5 years;
(2) product design—while both banks and leasing companies offer standardized products, the
latter provides a more diverse product portfolio and adapts offerings more rapidly in response to
market dynamics; (3) regulation—banks, as licensed financial institutions, are subject to stricter
regulatory oversight than non-bank leasing firms; (4) collection practices—leasing firms employ
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more aggressive collection strategies, including in-person recovery efforts, while banks primarily
rely on phone-based collection due to their larger loan volumes; and (5) credit evaluation—banks
have access to centralized credit bureaus and rely on more automated approval systems, whereas
leasing firms often work with limited documentation and use manual assessments.

To control credit risk, the firm adopts a tiered default handling system that escalates with
severity and frequency. As shown in Table II, initial defaults trigger basic actions like phone and
app reminders. Repeated or serious delinquencies lead to stronger measures, including credit
reporting, vehicle locking, home visits, repossession, and legal action.

C. Quasi-experiments on Machine Adoption

Since 2020, the company integrates a FinTech-based credit scoring system into its lending
decision-making process. The system generates structured, data-driven score recommendations
to support credit officers’ assessments, effectively replacing the previous approval framework
that relies entirely on officer discretion and subjective judgment. The implementation of the Fin-
Tech scoring system occurs in two phases: credit scores for commercial vehicle applicants are
available starting February 28, 2020, and for passenger vehicle applicants starting June 20, 2020.
The adoption timing is exogenous to local market conditions, as it is determined centrally by the
company’s headquarters without regard to regional borrower characteristics. This staggered roll-
out provides a plausibly exogenous policy variation and constitutes a suitable quasi-experimental
setting for applying a staggered difference-in-differences approach in this study.

The credit score is generated by the technology company based on a high-dimensional set
of customer data (Table I), including identity verification, judicial records, lending history, and
other behavioral indicators. These hard information variables are proprietary to the FinTech
company and are not accessible to loan auditors. Using historical data from the financial leas-
ing company—comprising both customer characteristics and default outcomes—the technology
company applies machine learning algorithms, including logistic regression and XGBoost, to
model and predict the repayment ability of potential borrowers. According to the company,
the scoring model demonstrates strong predictive performance and robustness, having been vali-
dated across multiple datasets from the auto finance sector in practice. The model is continuously
updated as new customer data become available and are incorporated into the training set. More-
over, the company actively expands its data sources, further improving the accuracy and stability
of the scoring system over time.

This score, ranging from 300 to 1000 with higher values indicating lower credit risk and a
reduced probability of default, serves as an important reference for credit auditors when evaluat-
ing loan applications. Based on this score, applicants are classified into two categories: approve

(476–1000) and reject (300–475). Throughout the sample period, the threshold for approval
remains fixed at 475 points. In addition to the score itself, the technology company provides a
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detailed multidimensional evaluation report for each applicant (see Figure 2), which is accessible
to credit auditors. It is important to note that while credit officers are encouraged to incorporate
the FinTech credit score and accompanying report into their decision-making process, they are
not required to strictly follow the system’s recommendation. Nevertheless, a written justifica-
tion is required for every loan decision. In particular, if an officer rejects an application with
a high credit score or approves one with a particularly low score, they must provide a detailed
explanation as part of the approval documentation.

After the introduction of the machine scoring system, the credit approval process follows
a structured sequence (Figure 3). First, the customer selects a vehicle from one of the parent
company’s 4S dealerships at prevailing market prices and submits a loan application to the data
firm. A front-line credit officer then conducts a preliminary review, focusing on verifying the au-
thenticity of the applicant’s submitted information. The FinTech system subsequently generates
a credit score report along with an approval recommendation. In the next stage, a senior credit
officer performs the final review, taking into account the FinTech score and its recommendation,
and may consult additional materials such as field investigation reports or telephone interview
records provided by local credit staff. Based on the full set of information, the senior officer
makes the final loan decision. As the preliminary review is mainly procedural, our analysis
focuses on senior credit officers responsible for final decisions.

It is important to note that the loan product is selected by the customer prior to submitting
the financial leasing application. This selection does not influence the information collected or
the approval decision made by credit auditors. To accommodate different customer preferences
and enhance process standardization, the company offers a variety of pre-defined loan products.
These products vary in terms of down payment ratios, interest rates, loan terms, and payment
schedules, allowing for both applicant flexibility and streamlined supervision.

III. Data and Variable

A. Data and Sample

Our proprietary transaction-level dataset covers the full universe of loan applications pro-
cessed by the auto finance leasing firm described in Section II, spanning the period from January
2018 to December 2023. It comprises six main categories of information: (1) loan-level informa-
tion, such as approval and end dates, contract region, approved loan amount, loan term, monthly
interest rate, and number of days in default; (2) vehicle-level information, such as vehicle brand,
assessed value, and whether the car is new or used; (3) borrower characteristics, such as age,
gender, marital status, and place of origin; (4) loan product-level attributes, such as product in-
troduction date, required down payment ratio, interest rate, and other contract terms; (5) credit
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auditor-level information, covering demographic traits (e.g., age, gender, education, prior work
experience) and detailed daily performance metrics such as approval efficiency, total approved
amounts, and decision outcomes; (6) machine-generated credit score data, as produced by the
firm’s FinTech scoring system.

The first four categories of data—loan-level, vehicle-level, borrower characteristics, and loan
product attributes—are available for both commercial and passenger vehicle segments. In con-
trast, the remaining two categories—credit auditor information and machine-generated credit
scores—are only available for passenger vehicle loans; data for commercial vehicle loans are
missing in these dimensions. In particular, to address the absence of FinTech credit scores for
commercial vehicle applicants, we construct proxy scores by leveraging the available scores
from passenger vehicle loans and applying a machine learning approach. Specifically, we train
an XGBoost model using multidimensional features—including borrower characteristics, con-
tract terms, and vehicle information—from the passenger vehicle sample, drawing on algorith-
mic structures used by FinTech firms. 3 We then use the trained model to impute scores for
commercial vehicle applicants. The same approach is also applied to backfill FinTech scores for
passenger vehicle applications submitted prior to the official rollout of the scoring system.

During the data cleaning process, we apply a series of sample selection criteria to ensure the
consistency of the analysis. Specifically, we exclude the following observations: (1) duplicate
applications submitted multiple times due to system-related errors; (2) applicants who are under
the age of 18 at the time of application or over the age of 70 at the end of the loan term; (3)
applications involving the purchase of multiple vehicles in a single transaction; (4) applicants
identified as corporate entities—we restrict the sample to individual (natural person) applicants
only; (5) loan contracts with a duration of fewer than 30 days; (6) commercial vehicle applica-
tions dated February 28–29, 2020, and passenger vehicle applications dated June 20–30, 2020,
which fall within the initial rollout windows of the FinTech scoring system to ensure consistency
in the following monthly-level analysis.

One potential concern relates to the accuracy and reliability of applicant-provided informa-
tion. We argue that the information submitted to the financial leasing company is generally
credible, for three main reasons. First, all applicants are required to submit an official personal
credit report issued by the Credit Investigation Center of the People’s Bank of China. This re-
port includes verified information on the applicant’s identity, residential address, employment,
and historical credit behavior. As such, it covers a substantial portion of the data required by
the financial leasing company and serves as an authoritative verification source. Second, as de-
scribed earlier, the initial credit review process includes dedicated steps for authenticity verifica-

3To ensure out-of-sample validity, we adopt 5-fold cross-validation and tune hyperparameters via grid search
to minimize mean squared error. The final model achieves an R2 of 0.712 and a root mean squared error of 36.5 in
predicting actual FinTech scores, indicating strong predictive performance.
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tion. These procedures involve direct contact with the applicant’s employer to validate declared
income and employment status, as well as the use of third-party data sources to cross-check
submitted information. Third, we empirically examine whether applicants engage in strategic
misreporting by comparing submitted information across multiple applications. Specifically, we
analyze whether applicants whose previous loan applications are rejected systematically alter
key personal details in subsequent submissions. We find no evidence of systematic manipula-
tion, suggesting that applicants do not, on average, engage in strategic information fabrication
following a rejection.

B. Variable Construction

We focus on two primary outcome variables central to our analysis: the borrower’s default
behavior and the extent of statistical discrimination captured by a composite index.

Post-approval Default Probability. The first, De f ault, captures post-approval repayment per-
formance. It is a binary indicator equal to one if the borrower becomes delinquent at any point
during the loan term. Delinquency is defined as a failure to make a scheduled monthly pay-
ment for more than 60 days past the due date. The 60-day threshold is chosen to exclude short
delays that are often due to forgetfulness and are typically resolved promptly following phone
or SMS reminders. In robustness checks, we also explore alternative definitions of delinquency
using 60-day and 90-day thresholds. Additionally, we consider two continuous measures of
delinquency severity: Log(De f ault Days), the logarithm of the cumulative number of days the
borrower remains delinquent during the loan term, and De f ault Day ratio, defined as the ratio
of total delinquent days to the contractual loan duration.

Hard Information Dependence Index. The second outcome variable, the Hard Information
Dependence Index (HIDI), measures the extent to which algorithmic decisions rely on coarse,
group-level attributes rather than granular, individual-specific information. A higher HIDI re-
flects greater statistical discrimination, whereby algorithms substitute group-based averages for
individual credit potential. This phenomenon can arise through several mechanisms: (1) machine
learning models trained on historical data may inherit and amplify historical biases embedded
in past decisions; (2) such models typically optimize for average predictive accuracy and tend
to rely on group-level statistical features (e.g., average default rates), thereby substituting group
averages for individual potential; (3) the absence of face-to-face interaction and soft information
removes a potential channel for correcting bias.

Based on these mechanisms and the availability of data, we construct the HIDI to measure the
model’s reliance on group-level averages in screening decisions. Specifically, we identify five
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key evaluation variables commonly used in credit assessment, each corresponding to a demo-
graphic or behavioral group label that is susceptible to statistical discrimination. Variables with
stronger group-level statistical separation (i.e., greater historical differences and higher model
reliance) are assigned higher weights, while those requiring more individualized judgment or
soft information are assigned lower weights. After normalizing these variables to the 0–1 range,
we apply principal component analysis (PCA) to synthesize a single index capturing the intensity
of statistical discrimination.

The first component is client gender. Historical gender disparities in credit markets may be
perpetuated by machine learning models that prioritize predictive accuracy (Fuster et al. (2022)).
As a result, female applicants may be systematically disadvantaged—facing higher interest rates
or stricter contract terms—while male applicants may receive more favorable treatment. The
variable is coded as 1 for male clients and 0 for female clients.

The second component is residency status. Non-local applicants typically lack established
relationships with lenders and have limited access to soft information—such as in-person in-
teractions or locally verifiable background details. Consequently, they have historically faced
higher rejection rates or received less favorable contract terms (Degryse and Ongena (2005)).
Machine learning models trained on such historical data may replicate and even amplify this
location-based bias. The variable is coded as 1 for local clients and 0 for non-local clients.

The third component is client age. In credit markets, default risk often follows a U-shaped
pattern across age groups—being higher among younger and older borrowers and lower among
those in their prime working years (Zhao et al. (2020)). Statistical discrimination can arise when
models rely on these group-level trends rather than evaluating individual-specific creditworthi-
ness, potentially penalizing applicants at the tails of the age distribution. To capture this pattern,
we define a binary variable equal to 1 for those aged 25 to 54, and 0 for clients under 25 or
over 55 years old. This classification follows the OECD Labour Force Statistics, which define
individuals aged 25–54 as being in their prime working age.

The fourth component is marital status. Marital status can serve as a group-based proxy
for financial and behavioral stability (Roussanov and Savor (2014)). Married individuals are
often perceived as more creditworthy due to dual incomes, family responsibilities, and greater
economic stability. In contrast, unmarried individuals—including those who are single, divorced,
or widowed—lack such group-level signals. We define a binary variable equal to 1 for married
clients and 0 for those who are unmarried.

The fifth component is first-time vehicle purchase status. Borrowers purchasing a vehicle for
the first time typically lack prior experience with auto loans or the use of vehicles as collateral.
In the absence of such individualized credit histories, models are more likely to rely on group-
level average risk to assess creditworthiness. In contrast, repeat buyers often have observable
repayment records or asset performance histories that enable more personalized evaluation. We
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define a binary variable equal to 1 for non-first-time buyers (those who appear more than once
during the sample period), and 0 for first-time buyers.

While income is also a key determinant of creditworthiness and a potential input into dis-
crimination analysis, borrower wage data are unavailable for commercial vehicle applicants. As
a robustness check, we re-estimate the hard information dependence index for the passenger
vehicle subsample with wage information included and find consistent results.

C. Summary Statistics

Table III reports summary statistics on credit approval outcomes. Panel A reports the num-
ber of approved applications, distinguishing between the pre- and post-FinTech adoption peri-
ods and disaggregated by commercial and passenger vehicle segments. The total number of
approved applications in the sample is 161,818, of which 87.45% correspond to commercial ve-
hicles and 12.55% to passenger vehicles. Application volume exhibits a general upward trend
over time, peaking in 2020 and 2021. Post-FinTech approvals constitute 79.38% of the com-
mercial vehicle subsample and 73.74% of the passenger vehicle subsample. Panel B displays
the decision-making outcomes under the human–machine collaboration framework introduced
after FinTech adoption for passenger vehicle applications. When the FinTech system recom-
mends approval, credit officers rarely override the suggestion, with a manual rejection rate of
only 21.72% (= 2,879/13,256× 100%). In contrast, when the system recommends rejection,
officers intervene more frequently, leading to a manual approval—or “rescued”—rate of 80.80%
(= 4,566/5,650×100%).

Figure 4 presents the distribution of FinTech credit scores for passenger vehicle applicants.
The distribution is noticeably right-skewed, with a concentration of observations near the cutoff
score of 475. Based on this threshold, 33.01% of applications are rejected (i.e., scoring below
475), while 66.99% are approved. Figure 5 further illustrates the loan approval rate across dif-
ferent score bins. Overall, there is a strong positive relationship between the FinTech score and
the likelihood of loan approval. Notably, for applicants with scores above 700, the approval rate
reaches 100%, indicating that credit officers fully align with the FinTech system’s recommenda-
tion for high-scoring applicants.
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IV. Credit Effects of Human–Machine Collaboration: Evi-
dence from FinTech Score Adoption

A. Empirical Strategy

Our empirical strategy leverages a quasi-experimental setting arising from the staggered
adoption of a FinTech credit scoring system by the auto finance leasing company, implemented
at different times across vehicle types. Specifically, the machine-generated score is introduced
for commercial vehicle customers on February 28, 2020, and for passenger vehicle customers
on June 20, 2020. This phased rollout offers a suitable environment for applying a staggered
difference-in-differences (DiD) approach to estimate the impact of human–machine interaction
on credit outcomes. However, due to substantial structural and behavioral differences between
commercial and passenger vehicle segments, pooling them into a single sample—even with
vehicle-type fixed effects—may introduce bias. To address this concern and exploit the richer
data availability for passenger vehicles, we also implement a single difference-in-differences
design focusing exclusively on the passenger vehicle subsample.

Staggered DiD of the Full Sample. To examine the impact of human–machine collaboration
on credit outcomes following the introduction of FinTech, our first empirical specification adopts
a staggered difference-in-differences framework using both commercial and passenger vehicle
samples. The regression model is specified as follows:

Yk,i,ν ,t = α0 +α1Treatν ,t +Xk,i,ν ,t +ϕν +θt + εk,i,ν ,t , (1)

where k indexes the transaction, i the applicant, ν the vehicle type (commercial or passenger),
and t the year-month. The outcome variable Yk,i,ν ,t includes key credit performance measures
including the default indicator (De f ault), Log(De f ault Days), De f ault Day ratio, and the hard
information dependence index (HIDI). The treatment variable Treatν ,t captures the exogenous
introduction of the FinTech credit scoring system. For commercial vehicles, we define Treatν ,t as
equal to 1 for applications submitted on or after March 2020, and 0 otherwise. For passenger ve-
hicles, the indicator is set to 1 for applications from July 2020 onward, and 0 otherwise. The con-
trol vector Xk,i,ν ,t includes contract-, vehicle-, and applicant-level characteristics. Contract-level
characteristics comprise the logarithm of contract duration in months (Log(Contract Duration)),
the ratio of the down payment to the vehicle’s assessed value (Down Payment Ratio), the loga-
rithm of the total financing amount (Log(Contract Financing)), and the annualized contract in-
terest rate (Contract Interest Rate). Vehicle-level characteristics include an indicator for whether
the vehicle is new (New Vehicle), an indicator for business registration status (Business Use), and
a categorical variable for vehicle brand type (Vehicle Brand), coded as 0 for domestic brands,
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1 for Sino-foreign joint ventures, and 2 for foreign brands. Applicant-level characteristics in-
clude the natural logarithm of client age (log(Client Age)), as well as a set of binary indicators
capturing marital status (Married Client), gender (Male Client), repeat vehicle purchase status
(Repeat Buyer), and local residency status (Local Client). For regressions where the outcome
variable is HIDI, applicant-level controls are excluded to avoid mechanical overlap. We also
include vehicle-type fixed effects (ϕν ) to account for time-invariant differences between com-
mercial and passenger vehicles, and year-month fixed effects (θt) to control for temporal shocks.
Standard errors are clustered at the transaction level.

Building on the staggered DiD framework, we further refine the sample to improve compa-
rability across individuals with varying machine scores. Since machine scores are derived from
high-dimensional applicant characteristics, substantial differences in scores may reflect under-
lying heterogeneity unrelated to treatment. To mitigate this concern, we construct a subsample
of observations with scores in a narrow interval around the assignment cutoff of 475 points. 4

Specifically, we adopt the idea of regression discontinuity design (RDD) to determine the op-
timal bandwidth. Using the MSE-optimal bandwidth (MBW), we select observations within
the interval [475−MBW, 475+MBW] as a balanced comparison sample. The following local
linear specification is estimated to evaluate outcomes around the cutoff:

Yk,i,ν ,t = ω0 +ω1Dk,t + f (zk,t −Z, Dk,t)+Xk,i,ν ,t +ϕν +θt + εk,i,ν ,t , (2)

where zk,t is the machine score and Z = 475 is the cutoff. The treatment indicator Dk,t = 1{zk,t >

Z}. The function f (·) flexibly captures the relationship between outcomes and the running vari-
able near the threshold.

Single DiD of the Passenger Vehicle Sample To complement the staggered DiD analysis,
we also conduct a single difference-in-differences estimation using the passenger vehicle sam-
ple, which includes score- and agent-level data as well as richer borrower- and contract-level
information. Although the FinTech credit scoring system is introduced simultaneously for all
passenger vehicle applicants, its impact is likely heterogeneous across regions. In particular,
customers from less financially developed provinces are expected to be more affected by the
algorithmic shift, as financial intermediation in these regions tends to be relationship-based and
constrained by limited access to formal credit infrastructure. In such settings, creditworthiness
assessments often rely on soft information—such as personal reputation, local ties, or subjec-
tive judgment by loan officers—that is difficult to digitize. The introduction of standardized,
data-driven scoring systems may thus disproportionately affect these borrowers by replacing in-

4For commercial vehicle applicants and pre-FinTech passenger vehicle applications, scores are constructed
through backtesting and may not reflect real-time information. For post-FinTech passenger vehicle applications,
scores are generated contemporaneously at the time of evaluation.

17



formal, context-specific signals with uniform statistical rules that may not fully capture their
credit potential.

This heterogeneity is evaluated by constructing proxies for the financial development level
of each contract province using several measures. Our primary measure is the level of digital
financial inclusion (Treat Digi), sourced from the Digital Finance Index published by the Insti-
tute of Digital Finance at Peking University.5 For each loan application, the indicator Treat Digi

takes the value 1 if the contract province’s digital finance index, measured in the year prior to
FinTech adoption, falls below the sample mean, and 0 otherwise. Provinces below the mean are
considered the treatment group (less digitally developed), and those above the mean serve as the
control group. For robustness, we consider two additional proxies for financial development,
both obtained from the WIND database.6 The first is the ratio of total social financing to provin-
cial GDP (Treat Social Fin), which captures the aggregate volume of funds received by the real
economy—such as loans, bonds, and equity financing—from the financial system. The second
is the ratio of stock market capitalization to provincial GDP (Treat Stock), which reflects local
capital market activity. For each indicator, we divide provinces into treatment and control groups
based on whether the value falls below or above the sample mean measured in the year prior to
FinTech adoption, respectively.

To examine how the introduction of machine-based credit scoring affects borrowers differen-
tially depending on the financial development of their local credit environment, we estimate the
following regression model:

Yk,i,ν ,p,t = β0 +β1Treatmentp ×Postt +Xk,i,ν ,t +δp +θt + εk,i,ν ,p,t , (3)

where Treatmentp is an indicator variable equal to 1 if the loan contract is from province p,
classified as financially underdeveloped based on the measures described above, and 0 otherwise.
The variable Postt takes the value 1 for loan applications submitted on or after July 2020, and 0
otherwise. The control vector Xk,i,ν ,t is defined as in Equation (1), including contract-, vehicle-
, and applicant-level characteristics. Fixed effects δp and θt are included at the province and
year-month levels, respectively, to control for time-invariant regional factors and aggregate time
trends. Standard errors are clustered at the transaction level.

Similarly, building on the single DiD framework, we further refine the sample to enhance
comparability across applicants with varying machine scores. Given that these scores are gen-
erated from high-dimensional applicant features, large score differences may reflect unobserved
heterogeneity rather than treatment effects. To address this, we restrict the analysis to a narrow
window around the score cutoff of 475 points.

5https://idf.pku.edu.cn/.
6https://www.wind.com.cn/.
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B. Staggered DiD Estimates of Fintech Scoring Effects

Table IV presents the staggered DiD estimates of the impact of FinTech credit scoring adop-
tion on default outcomes and the hard information dependence index. In Column (1), the treat-
ment coefficient is −0.287, statistically significant at the 1% level, indicating a 28.7-percentage-
point reduction in default probability following the introduction of machine-based credit scor-
ing. Relative to a baseline default rate of 10.4%, the effect is economically large and consistent
with a substantial tightening of approval standards: after FinTech adoption, the rejection rate
for passenger vehicle applications rose sharply from 7.40% to 20.91%.7 The decline in de-
faults thus reflects both improved predictive accuracy and a more stringent ex-ante screening
threshold. Column (2) incorporates contract–province–year–month fixed effects to account for
time-varying regional shocks; the magnitude and significance of the coefficient remain largely
unchanged. Columns (3) and (4) examine two intensive-margin measures of delinquency sever-
ity: log(default days) and the default-day ratio. In both cases, FinTech adoption leads to signif-
icant reductions, respectively—suggesting improved repayment behavior along both extensive
and intensive dimensions. Columns (5) and (6) report the effect of FinTech adoption on the
HIDI. Across all specifications, the treatment coefficient is positive and statistically significant,
indicating that the algorithm increases reliance on coarse group-level predictors rather than fine-
grained, individual-specific information. This pattern reflects a core mechanism of statistical
discrimination, whereby decisions are based on group characteristics in lieu of complete individ-
ual data. These results suggest that, while FinTech improves repayment outcomes, it may do so
at the cost of fairness by amplifying reliance on observable group proxies.

Table V presents the results using the comparable sample constructed around the machine
score cutoff. Columns (1)–(2) show the impact on default outcomes, while Columns (3)–(4)
report the effects on the HIDI under different fixed effects structures. Overall, the findings are
consistent with those in Table IV: the introduction of FinTech credit scoring reduces default
risk but increases reliance on group-level indicators, thereby raising the potential for statistical
discrimination in the screening process.

C. Single DiD Estimates of Fintech Scoring Effects

Table VI presents the results from the single difference-in-differences analysis based on the
passenger vehicle sample. Panel A focuses on default probability. Column (1) uses the dig-
ital finance index to proxy for provincial financial development and shows that, in provinces
with lower digital financial penetration, the introduction of the FinTech credit scoring system
reduces default probability by 27.7 percentage points. The effect is statistically significant at
the 1% level, suggesting that FinTech adoption has a stronger impact in financially underdevel-

7Rejection data for commercial vehicles are not available.
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oped regions. Column (2) adds senior officer-by-year–month and agent-by-year–month fixed
effects and the estimated coefficient remains virtually unchanged. In Columns (3) and (4), we
replace the financial development proxy with the ratio of total social financing to provincial GDP.
The estimated treatment effect remains negative and statistically significant, with a magnitude of
−0.434, indicating an even larger default reduction in low-social-financing regions. Columns (5)
and (6) use the ratio of A-share market capitalization to GDP as an alternative proxy for financial
development. The estimated treatment effect in this specification is −0.392, also significant at
the 1% level. Across all specifications, the findings suggest that FinTech credit scoring substan-
tially improves repayment performance in financially less-developed areas. Panel B reports the
results for the hard information dependence index. In Column (1), we find that FinTech adoption
significantly increases the HIDI by 14.0 percentage points in provinces with lower digital fi-
nancial development. Column (2) incorporates officer-by-year–month and agent-by-year–month
fixed effects, and the coefficient remains nearly identical. Columns (3)-(6) demonstrate that the
finding is robust to alternative measures of financial development.

Table VII presents the results based on the comparable sample constructed around the Fin-
Tech score cutoff. Columns (1)–(3) show that the pattern of improved repayment performance in
financially less-developed provinces continues to hold. Columns (4)–(6) similarly confirm that
FinTech adoption leads to a statistically significant increase in the HIDI among borrowers from
less-developed financial regions.

We further examine how loan officers’ approval preferences evolve at the officer–day level
following the introduction of the FinTech credit scoring system. Table A1 shows that, after the
adoption of the algorithm, the average default rate of approved applications declines, while the
hard information dependence index increases. These patterns hold across both the full sample
and the comparable subsample of passenger vehicle loans, suggesting that algorithmic tools not
only enhance predictive performance but also increase reliance on group-level characteristics in
approval decisions.

Taken together, these results demonstrate a dual effect of FinTech adoption: a substan-
tial reduction in default risk—particularly in provinces with lower levels of financial develop-
ment—alongside a measurable increase in model dependence on coarse group-level indicators.
These findings point to a trade-off between predictive performance and fairness, echoing the-
oretical concerns about statistical discrimination in algorithmic lending raised by Fuster et al.
(2022).
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V. The Human Role in Human–Machine Collaboration: Evi-
dence from Auditor Overrides

In this section, we examine human–machine collaboration from the perspective of how hu-
man decision-makers respond to machine-generated recommendations. Specifically, we com-
pare the performance and potential biases of loan applications that are initially rejected by
the machine but subsequently approved by human auditors (“rescued” cases), with those that
are jointly approved by both the machine and the human. This analysis is conducted using
the comparable passenger vehicle sample—a subset of observations falling within the interval
[475−MBW, 475+MBW], as constructed in Section IV.A. This approach ensures comparabil-
ity by restricting attention to applicants with similar machine-assigned credit scores around the
decision threshold.

A. Main Results

To assess the impact of human intervention, we estimate the following regression model on
a comparable sample of approved loan applications:

Yk,i,ν ,p,t = γ0 + γ1Rescuedk,t +Xk,i,ν ,t +δp +θt + εk,i,ν ,p,t , (4)

where Rescuedk,t is an indicator equal to 1 if the application is rejected by the machine but
approved by the human, and 0 if it is approved by both. The control vector Xk,i,ν ,t and is defined
as in Equation (1). Fixed effects δp and θt are included at the province and year-month levels,
respectively. Standard errors are clustered at the transaction level.

Table VIII presents the regression results. In Column (1), the coefficient on Rescuedk,t is sta-
tistically insignificant, indicating that the default probability of rescued cases is not meaningfully
different from that of non-rescued cases. This result remains stable in Column (2), which incor-
porates senior officer-by-year–month and agent-by-year–month fixed effects. As for the HIDI
in Column (3), the estimated coefficient on Rescuedk,t is negative and statistically significant,
indicating that rescued cases exhibit lower reliance on group-level characteristics by 6.5 per-
centage points, suggesting that human overrides tend to favor applicants with weaker observable
features but potentially stronger unobserved creditworthiness. When additional fixed effects are
included in Column (4), the estimated reduction in HIDI remains largely unchanged, reinforcing
the robustness of the finding.

Taken together, these results suggest that human auditors play a complementary role to ma-
chine algorithms by enabling more inclusive credit access without compromising default per-
formance. In particular, human–machine collaboration appears to mitigate excessive reliance
on hard, group-level predictors, thereby softening the statistical discrimination effects typically
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associated with automated decision-making.

B. Channel Analysis

In this section, we examine the channels through which human intervention improves the
effectiveness of human–machine collaboration. We consider two primary mechanisms. The
first is an informational advantage: human credit auditors may have access to soft or private
information that is not captured by the machine-learning model, allowing for more nuanced
assessments of borrower creditworthiness (Phillips et al. (2015); Campbell and Frei (2011)).
The second concerns incentive alignment. Credit officers may face agency frictions—such as
misaligned objectives or idiosyncratic performance incentives—that lead to decisions diverging
from the firm’s optimal lending standards (Hoffman et al. (2018)). However, when organizational
mechanisms such as contract structures or performance-based targets are in place to strengthen
accountability and align individual and institutional goals, auditors may exert greater effort and
make decisions that better reflect the firm’s long-term credit risk preferences.

To empirically evaluate these channels, we examine heterogeneity in exception order perfor-
mance along two dimensions. The first dimension is whether the applicant and the credit officer
share the same provincial origin (Hometown Match). Geographic or cultural proximity may
grant credit auditors informal informational advantages—such as access to community networks
or a more accurate interpretation of behavioral signals—that are unobservable to the machine
but valuable in screening. If soft information plays a role, we expect exception orders with a
hometown match to perform better than those without. The second is whether the loan product is
offered during a promotional period (Promotion Period), when credit auditors are typically sub-
ject to heightened performance targets and tighter monitoring. If the agency problem is mitigated
during such periods, we expect improved exception-order performance due to closer alignment
between individual and organizational objectives.

Table IX presents the results of the channel analysis. Columns (1) and (2) examine the soft
information channel by interacting Rescued with an indicator for whether the applicant and the
credit officer share the same provincial origin (Hometown Match). Column (1) shows that the
default rate for hometown-matched exception approvals is 20.2 percentage points lower than
those without such a match, suggesting that geographic or cultural proximity improves the qual-
ity of overrides. Column (2) further shows that the HIDI decreases by 22.9 percentage points
for hometown-matched cases, a statistically and economically meaningful effect. This implies
that shared background enables auditors to incorporate soft, non-codified information in ways
that reduce reliance on group-level proxies and improve lending outcomes. Columns (3) and (4)
examine the role of performance incentives by interacting the Rescued indicator with a dummy
for whether the loan is issued during a promotional period. Column (3) shows that the interac-
tion term is significantly negative, indicating that rescued orders approved during promotional
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periods are associated with a lower default rate. Column (4) shows that the same interaction
significantly decreases the hard information dependence index at the 1% level, suggesting re-
duced reliance on group-level characteristics in credit decisions. Taken together, these findings
suggest that when auditors face stronger performance-based incentives—such as those imposed
during promotional campaigns—they are more likely to approve marginal applicants without
increasing default risk. At the same time, these decisions become less dependent on coarse
group-level predictors, implying a reduction in statistical discrimination and an improvement in
both efficiency and fairness. Overall, the results highlight the importance of the human role in
algorithmic decision-making. While FinTech models provide consistent baseline assessments,
credit auditors contribute additional value—particularly through incentive-aligned effort and the
use of localized soft information—enhancing both financial inclusion and risk performance un-
der specific conditions.

C. Auditor Efficiency and Effort Allocation

An important dimension of human–machine collaboration is how the behavior and work
performance of credit auditors evolve after the introduction of algorithmic tools. Our dataset
provides a unique opportunity to examine this question, as it includes detailed credit of-
ficer–year–day level information, such as the total number of applications processed and
the total time spent per day. This allows us to construct a measure of daily auditor effi-
ciency—specifically, the average time spent per application, computed in minutes and log-
transformed as Log(Average Minutes). Since the initial screening officers are primarily respon-
sible for verifying the authenticity of submitted materials, our analysis in this section focuses on
senior review officers, who exercise discretionary judgment and final approval decisions.

To explore this, we aggregate transaction-level data to the credit officer–year–day level and
construct several key explanatory variables: (i) an indicator for the post-FinTech period (Post),
(ii) the average FinTech score of applications received after the adoption (Average Score), and
(iii) the share of applications initially rejected by the algorithm but subsequently approved by the
auditor (Rescued Ratio). We also control for the average value of all application-level control
variables and merge this dataset with officer-level approval records. All regressions include offi-
cer fixed effects and year-day fixed effects to account for time-invariant individual heterogeneity
and common shocks.

Table X presents the results. Column (1) examines changes in time allocation before
and after the introduction of the FinTech credit scoring system. We find that credit officers
spend significantly less time per application—by approximately 25% 8—following the system’s
adoption. The coefficient is statistically significant at the 1% level. Given that the mean of

8e−0.287 −1 ≈−25%.
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log(Average Minutes) is 3.464, the reduction is also economically meaningful. These results
suggest that FinTech adoption enhances screening efficiency by enabling officers to process loan
applications more quickly. Column (2) explores how time allocation varies with the quality of
applicants. The coefficient on Average Score is significantly negative, indicating that auditors
spend more time on lower-scoring applicants. This is consistent with the idea that FinTech sys-
tems help triage applications, enabling officers to focus attention on borderline or higher-risk
cases that require more discretion. Column (3) further investigates time use among lower-score
applicants by distinguishing between those ultimately approved and rejected. We find that “res-
cued” applications—i.e., those initially rejected by the algorithm but overridden by human judg-
ment—receive 32.8% more time than applications that are ultimately rejected. This difference is
both statistically and economically significant.

Taken together, these results yield two main insights. First, FinTech adoption significantly
enhances processing efficiency by reducing the average time spent per application. Second, the
system also improves the allocation of human effort: auditors strategically devote more attention
to applicants flagged by the algorithm as high-risk but potentially approvable, underscoring the
complementarity between machine-generated signals and human discretion.

D. Dynamic Effects of Human Overrides

To examine whether the unique contribution of human auditors in human–machine collabora-
tion persists over time, we analyze the evolution of rescue behavior and its effects across different
post-FinTech implementation periods. Figure 6 plots the distribution of machine scores among
approved applicants after the introduction of the FinTech scoring system. The post-treatment
sample is divided into four equal time intervals. In each period, we observe a substantial number
of approved applications with scores below the default threshold of 475, including a non-trivial
mass in the 300–475 range. This distribution suggests that override behavior remains consis-
tently present and is not narrowly concentrated around the decision boundary. We further divide
the post-FinTech sample into two equally sized sub-periods—Early Post and Late Post—and es-
timate the impact of rescue decisions on lending outcomes. Results are reported in Table XI.
Columns (1) and (2) report the effects on default probability across the two sub-periods. The
coefficients are statistically indistinguishable, indicating that the ability of human auditors to
maintain credit quality through overrides remains stable over time. Columns (3) and (4) focus on
the hard information dependence index. While the interaction coefficients in both sub-periods
are negative and statistically significant, the magnitude and significance level increase in the
later period (significant at the 5% level). This pattern suggests that human auditors progressively
refine their override behavior—possibly by learning to better identify candidates who are mis-
classified by the algorithm—thereby enhancing the collaborative effectiveness between humans
and machines over time.
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E. Heterogeneity Analysis

This section investigates the heterogeneous effects of human–machine collaboration in ex-
ception approvals across three dimensions: characteristics of senior credit auditors, historical
performance prior to FinTech adoption, and the macro-level impact of the COVID-19 pandemic.
First, in terms of individual characteristics of credit auditors, we examine whether these attributes
influence the effectiveness of human overrides, as such traits may shape their responsiveness to
algorithmic recommendations. Specifically, O f f icer Experience is measured as the number of
months the officer has held their current credit approval position at the time of FinTech imple-
mentation. O f f icer Age denotes the officer’s age at the time of adoption. O f f icer Education

is a categorical variable coded as 0 for less than a bachelor’s degree, 1 for a bachelor’s degree,
and 2 for a graduate degree or higher. O f f icer Male is a binary indicator equal to 1 for male
officers and 0 for female officers. Second, in terms of historical approval behavior, we assess
heterogeneity based on each officer’s lending patterns prior to the FinTech rollout. Specifically,
Past De f ault refers to the average default rate of contracts approved by the officer before Fin-
Tech adoption, while Past HIDI denotes the average hard information dependence index associ-
ated with those approvals. Third, in terms of macroeconomic shocks, we focus on the COVID-19
pandemic, which began in early 2020 and continued through the end of 2022—coinciding with
the FinTech scoring implementation period. We construct a city-year–level measure of COVID-
19 exposure using official daily risk-level classifications from the National Health Commission
of China. Cities are categorized into high-, medium-, and low-risk zones based on case counts,
clustering severity, and outbreak duration. Our COVID-19 exposure variable captures the pro-
portion of days in a given year that a city is classified as either medium- or high-risk.

Table XII reports the regression results. Regarding credit officer characteristics, we find that
more experienced auditors are significantly more effective in exception approvals: they reduce
both default probability and the hard information dependence index. Older officers do not signif-
icantly affect default outcomes but are associated with reduced statistical discrimination. Other
personal attributes—including education level and gender—do not have significant effects on ei-
ther outcome. Regarding historical performance, auditors with higher pre-FinTech default rates
tend to approve riskier exception loans post-FinTech, reflected in a higher default rate. However,
their past HIDI performance does not significantly correlate with post-FinTech discrimination
in override decisions. Finally, exposure to COVID-19 has no discernible impact on the default
probability of exception approvals, but it is associated with significantly higher statistical dis-
crimination. This may reflect a shift toward greater reliance on observable hard information
under increased uncertainty or operational constraints.

Overall, the heterogeneity analysis highlights that human judgment in algorithmic lending is
shaped not only by individual characteristics and historical tendencies but also by external macro
shocks. Experienced auditors contribute positively to both efficiency and fairness in override
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decisions. In contrast, crisis conditions such as COVID-19 may heighten reliance on group-
level predictors, underscoring the importance of institutional context in shaping the dynamics of
human–machine collaboration.

VI. Robustness Checks

We conduct a series of robustness checks to validate the baseline findings on the effects of
human–machine collaboration.

A. Alternative Constructions of the Outcome Variables

Post-approval Default Probability. To verify that our main findings are not sensitive to the
specific threshold used to define loan default, we conduct robustness checks using alternative
definitions of delinquency based on 30-day and 90-day cutoffs. The 30-day threshold offers
a more inclusive definition that captures early-stage repayment failures. While some of these
cases may reflect genuine borrower risk, others may result from temporary liquidity constraints
or procedural delays. By contrast, the 90-day threshold adopts a stricter criterion, identifying
only those borrowers who exhibit more severe or persistent repayment problems. This definition
is commonly used in regulatory settings and credit risk management to flag high-risk accounts.

As shown in Table A2, our main results remain robust across both definitions, confirming
that the observed effects are not driven by the choice of default threshold.

Hard Information Dependence Index. To ensure that our results are not driven by the specific
construction of this index, we adopt three alternative approaches for constructing HIDI:

First, we construct HIDI by standardizing the five underlying group-based variables and com-
puting their simple unweighted average. This method assumes equal importance across all stan-
dardized components and serves as a baseline alternative.

Second, we assign variable-specific weights based on their coefficients of variation. In this
approach, variables with greater relative dispersion are assumed to contain more discriminatory
information. Specifically, for each variable i, we compute the coefficient of variation as CVi =

σi
µi

,
where σi and µi denote the standard deviation and mean, respectively. The weight assigned to
each variable is then wi =

CVi
∑

n
j=1 CV j

, ensuring all weights sum to one. This approach allows higher-
variance variables to contribute more to the composite HIDI.

Third, we extend the index by including an additional standardized variable: the log of re-
ported monthly client wage (Log(Client Wage)), which is also an important factor in credit
approval processes, as it provides direct information about a borrower’s income and repayment
capacity. Since wage data are only available for the passenger vehicle sample, we supplement
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the construction of the HIDI within this subsample by incorporating this variable as a robustness
check. We then re-estimate the index using a principal component analysis approach, which con-
structs a composite index by extracting the first principal component that captures the maximum
variance across all six variables.

All three alternative constructions yield qualitatively consistent results. As shown in Ta-
ble A3, the estimated effects remain robust across different index specifications, confirming that
our main findings are not sensitive to the specific HIDI construction method.

B. Alternative Control Variables

Because our primary outcome of interest is loan default, we conduct a robustness check by
including a set of additional covariates that may influence repayment behavior. These variables
capture borrower and loan-level heterogeneity beyond the baseline specification.

First, we control for whether the loan is submitted through an intermediary platform, a fea-
ture that applies only to commercial vehicle applications. While financial leasing for commercial
vehicles typically requires the applicant to possess operational qualifications, some individuals
circumvent this requirement by partnering with agent companies that hold the necessary creden-
tials. Such arrangements may affect default risk in several ways. Applicants without operating
qualifications may have less stable income sources. Additionally, agents charge service fees,
which increase the applicant’s financial burden. There may also be principal-agent frictions
between the applicant and the intermediary, introducing further repayment risk. We include a
dummy variable, Plat f orm, equal to 1 if the application is submitted through an agent company,
and 0 otherwise.

Second, we include several borrower characteristics that are only available in the passenger
vehicle subsample. (i) Income level: Applicant income is a key determinant of creditworthiness.
Individuals with higher income tend to have greater liquidity and lower probability of repayment
failure. We use the log of the applicant’s average monthly wage (Log(Client Wage)) as a mea-
sure of income. (ii) Parental status: In China, government agencies often examine the credit
records of a candidate’s immediate family as part of the civil service hiring process. As such, ap-
plicants with children may have stronger incentives to maintain good credit standing in order not
to jeopardize their children’s future employment prospects. We measure this using the logarithm
of the number of reported children (Log(Client Children)). (iii) Household registration type:
Household registration status may correlate with credit risk due to differences in income stabil-
ity, employment informality, and access to public services. Rural applicants may face greater
financial constraints and economic uncertainty, potentially increasing their default risk. We use
a dummy variable, Rural, equal to 1 if the applicant’s hukou is rural, and 0 if urban.

As shown in Table A4, the results remain qualitatively consistent, reinforcing the validity of
our main conclusions.
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C. Alternative Sample Construction

To ensure the robustness of our results, we re-estimate our main models using alternative
sample constructions by excluding subsamples that may introduce bias or confounding effects.

First, we exclude applicants who purchase an unusually high number of vehicles during the
sample period. These individuals likely represent non-standard customers whose behavior may
not reflect typical credit decisions. In particular, such customers often act as intermediaries,
helping others—such as those without operational qualifications—obtain vehicles in exchange
for commissions. Moreover, descriptive statistics show that 96.34% of applicants in the sample
purchase only one or two vehicles, making these high-volume applicants statistically distinct
and potentially incomparable. We therefore drop all loan applications from individuals who
purchased more than two vehicles over the full sample period.

Second, we exclude unfinished loan applications that are recorded with a contract end time
in 2024 or later. These observations are likely to be ongoing or incomplete and may introduce
noise in measuring default outcomes or other performance variables.

The results in Table A5 confirm that our key findings are robust to these alternative sample
restrictions.

D. Considering the Impact of Specific Company Events

To further assess the robustness of our findings, we examine whether key corporate events
that occurred during the sample period may have influenced loan outcomes or credit approval
behaviors. We identify two major firm-level events and exclude observations corresponding to
their respective timing to test the sensitivity of our results.

The first event is the firm’s external equity financing, completed in February 2020. The stated
goals of the capital injection are to expand operational scale, enhance creditworthiness, improve
the firm’s position within the industry, and meet regulatory requirements related to risk leverage.
Such an event may have directly or indirectly affected the firm’s financial leasing operations,
including shifts in credit strategies or approval standards. To avoid contamination from this
firm-wide shock, we exclude all applications submitted during February 2020.

The second event is a top management team turnover in June 2021. As a wholly owned sub-
sidiary of an automotive group, the firm’s senior executives are directly appointed by the parent
company. In mid-2021, the parent company implemented a broad organizational restructuring
and reassigned senior executives across its subsidiaries to align with its overall business integra-
tion and strategic development plan. This change is likely to have affected the financial leasing
division’s operational priorities and may have influenced the behavior or incentives of frontline
credit officers. We therefore exclude all applications submitted in June 2021, corresponding to
the timing of this leadership transition.
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As shown in Table A6, excluding these event windows does not materially alter our main
results, supporting the stability and credibility of our findings.

E. Alternative Backfilling Methods for FinTech Scores

As discussed earlier, FinTech score data are missing for commercial vehicle applications. To
address this issue, we previously employed the XGBoost machine learning algorithm—based
on specifications disclosed by the FinTech provider—to reconstruct the missing scores using
available applicant- and contract-level features.

To ensure the robustness of our main results to the choice of backfilling method, we adopt
two additional machine learning approaches to impute historical FinTech scores: Ridge regres-
sion and Lasso regression. Both are widely used regularized linear models that offer greater
interpretability than tree-based algorithms while controlling for potential overfitting.

Table A7 presents the results using these alternative imputation methods. Across both spec-
ifications, we find that the core findings remain qualitatively unchanged, suggesting that our
conclusions are not sensitive to the specific choice of score reconstruction model.

VII. Conclusion

This paper investigates how human–machine collaboration shapes credit allocation out-
comes, using detailed transaction-level data from a leading auto finance leasing firm in China.
Leveraging the quasi-random assignment of applicants to credit officers and a staggered rollout
of a FinTech scoring system, we examine the interaction between algorithmic predictions and
human discretion in high-stakes lending decisions. Our analysis reveals that the adoption of
machine scoring improves default prediction accuracy, but also increases reliance on group-level
characteristics such as age and marital status—indicative of heightened statistical discrimination.
These trade-offs are particularly pronounced among borrowers from financially underdeveloped
regions, where soft information has historically played a greater role.

We further analyze auditor overrides—cases in which human officers approve applications
initially rejected by the machine—and find that such interventions do not increase default risk,
but substantially reduce reliance on coarse group-level signals. This suggests that human dis-
cretion serves as an important corrective to algorithmic misclassification, expanding access to
credit without compromising repayment performance. Additional analysis shows that human
auditors’ added value is stronger when they share geographic origin with the applicant or op-
erate under tighter incentive alignment, such as during promotional campaigns. Moreover, the
effectiveness of overrides improves over time, suggesting learning and adaptation in collabora-
tive human–machine systems.
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Our findings contribute to several strands of literature. First, we add to the growing empirical
evidence on the complementarity between human judgment and machine learning in organi-
zational decision-making. By documenting how discretion is most valuable when targeted at
marginal, low-score applications, we highlight the importance of aligning algorithmic precision
with human contextual knowledge. Second, we advance the literature on statistical discrimi-
nation by showing how automated systems may amplify reliance on observable group charac-
teristics, particularly in data-constrained environments. The evidence that experienced auditors
mitigate these effects emphasizes the institutional importance of human oversight. Third, our
results contribute to the FinTech and vendor finance literature, illustrating how firms operating
under dual mandates—credit quality and product sales—use technology to balance expansion
and risk control in thin-file borrower segments.

Taken together, our results underscore the need for thoughtful allocation of decision rights
in algorithm-assisted systems. While algorithms offer clear gains in efficiency and consistency,
human discretion remains essential for promoting fairness and inclusion—particularly in markets
where data are incomplete or context-specific information is valuable. Designing collaborative
systems that harness both the predictive power of machine learning and the nuanced judgment of
skilled evaluators will be critical for achieving equitable and efficient outcomes in credit markets
and beyond.
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Figures and Tables

Figure 1. Sample of Commercial and Passenger Vehicles

This figure presents representative samples of (a) commercial vehicles and (b) passenger
vehicles. Commercial vehicles are designed primarily for the transportation of goods and
include buses, trucks, and semi-tractors. Their main users are logistics and transporta-
tion drivers. Passenger vehicles are intended for carrying individuals and their personal
belongings or small items, and include sedans, sport utility vehicles (SUVs), and similar
models. The customer base for passenger vehicles consists predominantly of natural per-
sons.

(a) Commercial Vehicle

(b) Passenger Vehicle
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Figure 2. Sample Credit Report Generated by the FinTech Scoring System

This figure presents a sample credit report generated by the FinTech scoring system. The
left section displays basic customer information, including customer ID, name, phone
number, and national ID number. The right section shows the machine-generated credit
score and the corresponding recommendation (approval or rejection). The lower section
provides detailed risk alerts, listing potential sources of credit risk identified by the algo-
rithm.
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Figure 3. The Loan Approval Process of the Auto Finance Leasing Company

This figure illustrates the credit approval process of the auto finance leasing company
following the adoption of the FinTech scoring system. The process begins with the ap-
plicant selecting a vehicle and submitting a loan application. A front-line credit officer
conducts a preliminary review to verify the authenticity of submitted information. The
FinTech system then generates a credit score and an approval recommendation. A senior
credit officer performs the final review, referencing the machine-generated score and, if
necessary, consulting supplementary materials such as field investigation reports and tele-
phone interview records. The final loan decision is made by the senior officer. Red boxes
highlight the stages where decisions are made by the algorithm and by the human officer,
which are the focus of our empirical analysis.

36



Figure 4. Distribution of FinTech Credit Scores

This figure illustrates the distribution of credit scores for passenger vehicle applicants,
as generated by the FinTech scoring system after its implementation in July 2020. The
distribution is right-skewed, with 33.01% of applications rejected and 66.99% approved
based on the system’s score threshold.
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Figure 5. Approval Rate by FinTech Credit Score Bin

This figure shows the loan approval rate within each FinTech credit score bin for pas-
senger vehicle applicants after its implementation in July 2020. For each score range, it
displays the proportion of approved applications relative to the total number of applica-
tions in that bin.
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Figure 6. Distribution of FinTech Credit Scores Over Time

This figure illustrates the distribution of FinTech credit scores for passenger vehicle appli-
cants. The sample is divided into four equal time intervals following the introduction of
the FinTech scoring system, corresponding to subplots t = 1 through t = 4. Each subplot
represents a distinct phase in the post-adoption period.
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Table I. Information Set Used by the FinTech Scoring System

This table describes the information set utilized by the FinTech scoring system. The machine-
generated score is based on a high-dimensional set of customer data, including identity verification,
negative records, default-related indicators, and credit behavior information.

Type Information Content

Identity information Verification of the applicant’s identity through biometric data (e.g., facial
recognition) and bank card authentication.

Negative information

Records of adverse financial conduct in previous financial institution
interactions.
Judicial records, including case filing status, enforcement actions, and
listings of dishonest behavior.

Default information

Detection of multiple loan applications submitted by the applicant across
institutions.
Assessment of the applicant’s repayment burden based on financial and
behavioral indicators.
Identification of potential risks associated with gang-related fraud or
intermediary exploitation.

Credit information Evaluation of the applicant’s consumption habits, financial behavior, and
repayment stability based on comprehensive scoring models.
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Table II. Default Handling Measures by Type of Default

This table shows that default handling escalates based on severity and frequency. Regular methods are
applied initially, while deep and strong interventions are reserved for repeat or serious delinquencies.

Disposal Measures First-time Default
Early-stage Default

(< 60 days)
Non-first-time /

Non-early Default

Regular Measures:

Smartphone reminder ✓ ✓

Manual phone reminder ✓ ✓ ✓

Deep Measures:

Report to credit registry ✓ ✓ ✓

Lock vehicle via GPS ✓ ✓ ✓

Send letter ✓ ✓

Strong Measures:

Door-to-door reminder ✓ ✓

Vehicle repossession ✓ ✓

Legal proceedings ✓
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Table III. Summary Statistics

This table presents summary statistics on credit approval outcomes. Panel A reports the number of
approved applications distinguishing between the pre- and post-FinTech adoption periods. The year
2020 is split into two subperiods: H1 and H2, corresponding to the staggered rollout of the FinTech
credit scoring system. For commercial vehicles, the post-adoption period begins in March 2020; for
passenger vehicles, it begins in July 2020. Panel B provides a cross-tabulation of approval outcomes
by the machine scoring system and by human credit officers for passenger vehicles in post-FinTech
adoption periods.

Panel A: Summary Statistics by Year and by Vehicle Type

Commercial vehicle Passenger vehicle Total

Period Year Number Percentage Number Percentage Number Percentage

Pre-FinTech
2018 115 0.08% 143 0.70% 258 0.16%
2019 6,276 4.43% 2,613 12.87% 8,889 5.49%

2020 (H1) 22,789 16.10% 2,577 12.69% 25,366 15.68%
Sum 29,180 20.62% 5,333 26.26% 34,513 21.33%

Post-FinTech
2020 (H2) 40,430 28.57% 4,636 22.83% 45,066 27.85%

2021 57,437 40.59% 9,623 47.39% 67,060 41.44%
2022 4,195 2.96% 338 1.66% 4,533 2.80%
2023 10,270 7.26% 376 1.85% 10,646 6.58%
Sum 112,332 79.38% 14,973 73.74% 127,305 78.67%

Total – 141,512 100.00% 20,306 100.00% 161,818 100.00%

Panel B: Human and Machine Credit Decisions of Passenger vehicle

Human Decision

Pass Reject Total

Machine Decision Pass 10,407 2,849 13,256
Reject 4,566 1,084 5,650

Total 14,973 3,933 18,906
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Table IV. Effects of FinTech Credit Scoring Adoption on Loan Outcomes

This table reports the effects of adopting the FinTech credit scoring system on loan outcomes. The dependent
variables include the default indicator, log(default days), default day ratio, and the The dependent variables in-
clude the default indicator, log(default days), default day ratio, and the hard information dependence index. The
treatment variable, Treat, equals 1 if the application is submitted after the FinTech scoring system is imple-
mented—March 2020 for commercial vehicles and July 2020 for passenger vehicles—and 0 otherwise. Control
variables include contract-, borrower-, and vehicle-level characteristics: log(contract duration), down payment
ratio, log(contract financing), contract interest rate, new vehicle, business use, and vehicle brand. For default-
related outcomes, we additionally control for borrower characteristics: log(client age), married client, male client,
repeat buyer, and local client. Standard errors are clustered at the transaction level, and t-statistics are reported in
parentheses. Coefficients marked with *, **, and *** are statistically significant at the 10%, 5%, and 1% levels,
respectively.

Sample Full Sample

Variable Default Log(Default
Day)

Default Day
Ratio HIDI

(1) (2) (3) (4) (5) (6)

Treat -0.287*** -0.354*** -2.652*** -0.383*** 0.092*** 0.154***
(-22.15) (-18.51) (-20.49) (-20.53) (6.16) (6.73)

Log(Contract Duration) 0.227*** 0.237*** 0.147*** 0.017*** 0.140*** 0.069***
(37.51) (36.73) (5.29) (4.22) (13.70) (6.22)

Down Payment Ratio -0.000*** -0.000 -0.006*** -0.001*** -0.002*** -0.002***
(-3.68) (-0.42) (-10.60) (-10.60) (-9.68) (-8.66)

Log(Contract Financing) -0.003*** 0.065*** -0.007 -0.001 -0.060*** -0.059***
(-2.70) (33.70) (-0.69) (-0.56) (-24.51) (-18.39)

Contract Interest Rate 0.015*** 0.013*** 0.003*** 0.001*** 0.001 0.002***
(45.87) (40.53) (2.82) (3.33) (1.42) (3.52)

New Vehicle 0.053*** 0.065*** 0.190*** 0.027*** 0.110*** 0.086***
(7.49) (8.06) (3.23) (3.21) (11.14) (7.06)

Business Use 0.067 0.078 -0.526 -0.074 0.080 0.050
(1.41) (1.63) (-1.25) (-1.24) (1.03) (0.64)

Vehicle Brand -0.013*** -0.018*** 0.046 0.007 0.027*** 0.036***
(-3.46) (-4.63) (1.56) (1.61) (5.28) (6.87)

Log(Client Age) -0.022*** -0.022*** 0.016 0.002
(-5.32) (-5.57) (0.80) (0.86)

Married Client -0.035*** -0.029*** -0.043*** -0.006***
(-17.89) (-15.21) (-4.50) (-4.53)

Male Client 0.027*** 0.024*** 0.073*** 0.011***
(12.18) (10.91) (6.59) (6.63)

Repeat Buyer 0.002 0.005*** 0.008 0.001
(1.35) (2.92) (1.10) (1.13)

Local Client 0.077*** 0.107*** -0.040** -0.005**
(21.43) (27.51) (-2.48) (-2.26)

Vehicle Type FE ✓ ✓ ✓ ✓ ✓ ✓
Year-month FE ✓ ✓
Contract Province ×
Year-month FE ✓ ✓ ✓ ✓

Observations 134,468 134,468 123,981 123,981 134,468 134,468
R-squared 0.182 0.264 0.308 0.309 0.070 0.091
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Table V. Effects of FinTech Credit Scoring Adoption on Loan Outcomes: Comparable Samples

This table examines changes in loan outcomes following the adoption of the FinTech credit scoring system,
using a subsample restricted to the interval [475−MBW,475+MBW]. MBW denotes the margin bandwidth
used to construct a locally comparable sample around the approval cutoff. The dependent variables include
the default indicator, log(default days), default day ratio, and the The dependent variables include the default
indicator, log(default days), default day ratio, and the hard information dependence index. The treatment variable,
Treat, equals 1 if the application is submitted after the FinTech scoring system is implemented—March 2020 for
commercial vehicles and July 2020 for passenger vehicles—and 0 otherwise. Control variables include contract-,
borrower-, and vehicle-level characteristics: log(contract duration), down payment ratio, log(contract financing),
contract interest rate, new vehicle, business use, and vehicle brand. For default-related outcomes, we additionally
control for borrower characteristics: log(client age), married client, male client, repeat buyer, and local client.
Standard errors are clustered at the transaction level, and t-statistics are reported in parentheses. Coefficients
marked with *, **, and *** are statistically significant at the 10%, 5%, and 1% levels, respectively.

Sample Comparable Sample

Variable Default HIDI

(1) (2) (3) (4)

Treat -0.365*** -0.343*** 0.049** 0.132***
(-17.29) (-10.03) (2.39) (3.71)

Controls ✓ ✓ ✓ ✓
Vehicle Type FE ✓ ✓ ✓ ✓
Year-month FE ✓ ✓
Contract Province × Year-month FE ✓ ✓
Observations 19,318 19,318 25,007 25,007
R-squared 0.113 0.223 0.071 0.110
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Table VI. Effects of FinTech Credit Scoring Adoption on Loan Outcomes: Passenger Vehicle Sample

This table examines changes in loan outcomes before and after the adoption of the FinTech scoring system, using
the sample of passenger vehicle contracts. The dependent variables include the default indicator, log(default
days), default day ratio, and the The dependent variables include the default indicator, log(default days), default
day ratio, and the hard information dependence index. Treatment variable equals 1 if the contract is issued in
a province with lower levels of financial development, and 0 otherwise. We proxy financial development using
three measures: digital finance (Treat Digi), total social financing (Treat Social Fin), and stock market activity
(Treat Stock). Post equals 1 if the contract is issued after July 2020 and 0 otherwise. Control variables include
contract-, borrower-, and vehicle-level characteristics: log(contract duration), down payment ratio, log(contract
financing), contract interest rate, new vehicle, business use, and vehicle brand. For default-related outcomes, we
additionally control for borrower characteristics: log(client age), married client, male client, repeat buyer, and
local client. Standard errors are clustered at the transaction level, and t-statistics are reported in parentheses.
Coefficients marked with ***, **, and * are statistically significant at the 1%, 5%, and 10% levels, respectively.

Sample Passenger Vehicle Sample

(1) (2) (3) (4) (5) (6)

Variable Panel A: Default

Treat Digi × Post -0.277*** -0.510***
(-13.08) (-5.04)

Treat Social Fin × Post -0.182*** -0.434***
(-9.00) (-4.55)

Treat Stock × Post -0.189*** -0.392***
(-9.03) (-3.31)

Observations 19,210 19,210 19,210 19,210 19,210 19,210
R-squared 0.166 0.234 0.161 0.234 0.161 0.234

Variable Panel B: HIDI

Treat Digi × Post 0.140*** 0.375***
(5.50) (2.72)

Treat Social Fin × Post 0.121*** 0.259**
(5.02) (2.09)

Treat Stock × Post 0.127*** 0.322**
(5.05) (2.18)

Observations 19,210 19,210 19,210 19,210 19,210 19,210
R-squared 0.166 0.234 0.161 0.234 0.161 0.234

Controls ✓ ✓ ✓ ✓ ✓ ✓
Contract Province FE ✓ ✓ ✓ ✓ ✓ ✓
Year-month FE ✓ ✓ ✓
Officer × Year-month FE ✓ ✓ ✓
Agent × Year-month FE ✓ ✓ ✓
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Table VII. Effects of FinTech Credit Scoring Adoption on Loan Outcomes: Comparable Passenger Vehicle
Sample

This table examines changes in loan outcomes before and after the adoption of the FinTech scoring system, using
a subsample of passenger vehicle restricted to the interval [475−MBW,475+MBW]. MBW denotes the margin
bandwidth used to construct a locally comparable sample around the approval cutoff. The dependent variables
include the default indicator, log(default days), default day ratio, and the The dependent variables include the
default indicator, log(default days), default day ratio, and the hard information dependence index. Treatment
variable equals 1 if the contract is issued in a province with lower levels of financial development, and 0 other-
wise. We proxy financial development using three measures: digital finance (Treat Digi), total social financing
(Treat Social Fin), and stock market activity (Treat Stock). Post equals 1 if the contract is issued after July 2020
and 0 otherwise. Control variables include contract-, borrower-, and vehicle-level characteristics: log(contract
duration), down payment ratio, log(contract financing), contract interest rate, new vehicle, business use, and ve-
hicle brand. For default-related outcomes, we additionally control for borrower characteristics: log(client age),
married client, male client, repeat buyer, and local client. Standard errors are clustered at the transaction level,
and t-statistics are reported in parentheses. Coefficients marked with ***, **, and * are statistically significant at
the 1%, 5%, and 10% levels, respectively.

Sample Comparable Passenger Vehicle Sample

Variable Default HIDI

(1) (2) (3) (4) (5) (6)

Treat Digi × Post -0.344* 0.568***
(-1.90) (2.87)

Treat Social Fin × Post -0.409** 0.449**
(-2.40) (2.12)

Treat Stock × Post -0.343* 0.448*
(-1.88) (1.89)

Controls ✓ ✓ ✓ ✓ ✓ ✓
Contract Province FE ✓ ✓ ✓ ✓ ✓ ✓
Officer × Year-month FE ✓ ✓ ✓ ✓ ✓ ✓
Agent × Year-month FE ✓ ✓ ✓ ✓ ✓ ✓
Observations 9,094 9,094 9,094 9,956 9,956 9,956
R-squared 0.239 0.239 0.239 0.178 0.178 0.178
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Table VIII. The Performance of Human–Machine Collaboration on the Rescued Group

This table investigates the effect of human–machine collaboration in credit approval exceptions, using a subsam-
ple of passenger vehicle restricted to the interval [475−MBW,475+MBW]. MBW denotes the margin band-
width used to construct a locally comparable sample around the approval cutoff. The dependent variables include
the default indicator, log(default days), default day ratio, and the The dependent variables include the default
indicator, log(default days), default day ratio, and the hard information dependence index. Rescued is an indica-
tor variable equal to 1 for applications initially rejected by the machine but subsequently approved by a human,
and 0 otherwise. Control variables include contract-, borrower-, and vehicle-level characteristics: log(contract
duration), down payment ratio, log(contract financing), contract interest rate, new vehicle, business use, and ve-
hicle brand. For default-related outcomes, we additionally control for borrower characteristics: log(client age),
married client, male client, repeat buyer, and local client. Standard errors are clustered at the transaction level,
and t-statistics are reported in parentheses. Coefficients marked with ***, **, and * indicate significance at the
1%, 5%, and 10% levels, respectively.

Sample Comparable Passenger Vehicle Sample

Variable Default HIDI

(1) (2) (3) (4)

Rescued 0.003 -0.001 -0.065*** -0.056***
(0.31) (-0.09) (-3.67) (-2.93)

Controls ✓ ✓ ✓ ✓
Contract Province FE ✓ ✓
Year-month FE ✓ ✓
Contract Province × Year-month FE ✓ ✓
Officer × Year-month FE ✓ ✓
Agent × Year-month FE ✓ ✓
Observations 4,397 4,397 5,133 5,133
R-squared 0.068 0.163 0.065 0.174
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Table IX. Channel Analysis of Human–Machine Collaboration on the Rescued Group

This table investigates the channels through which human–machine collaboration affects credit approval excep-
tions, using a subsample of passenger vehicle restricted to the interval [475−MBW,475+MBW]. MBW denotes
the margin bandwidth used to construct a locally comparable sample around the approval cutoff. The dependent
variables include the default indicator, log(default days), default day ratio, and the The dependent variables in-
clude the default indicator, log(default days), default day ratio, and the hard information dependence index.
Rescued is an indicator variable equal to 1 for applications initially rejected by the machine but subsequently
approved by a human, and 0 otherwise. Promotion Period equals 1 if the contract is issued during a product
promotion period, and 0 otherwise. Hometown Match equals 1 if the applicant and the credit auditor are from
the same province, and 0 otherwise. Control variables include contract-, borrower-, and vehicle-level character-
istics: log(contract duration), down payment ratio, log(contract financing), contract interest rate, new vehicle,
business use, and vehicle brand. For default-related outcomes, we additionally control for borrower characteris-
tics: log(client age), married client, male client, repeat buyer, and local client. Standard errors are clustered at
the transaction level, and t-statistics are reported in parentheses. Coefficients marked with ***, **, and * indicate
significance at the 1%, 5%, and 10% levels, respectively.

Sample Comparable Passenger Vehicle Sample

Variable Default HIDI Default HIDI

(1) (2) (3) (4)

Rescued × Hometown Match -0.202*** -0.229**
(-4.83) (-2.36)

Rescued × Promotion Period -0.078*** -0.118***
(-2.63) (-2.98)

Rescued 0.004 -0.051*** 0.021 -0.018
(0.31) (-2.63) (1.55) (-0.78)

Promotion Period 0.104*** 0.084
(3.00) (1.58)

Controls ✓ ✓ ✓ ✓
Contract Province × Year-month FE ✓ ✓ ✓ ✓
Officer × Year-month FE ✓ ✓ ✓ ✓
Agent × Year-month FE ✓ ✓ ✓ ✓
Observations 4,397 5,133 4,397 5,133
R-squared 0.165 0.175 0.166 0.176

48



Table X. Changes in Loan Auditors’ Work Efficiency

This table reports coefficient estimates from regressions examining how credit officers allocate their time before
and after the introduction of the FinTech scoring system. The data are aggregated at the officer–year–day level.
The dependent variable is the officer’s average time spent per application on a given day, measured in minutes
and log-transformed as log(Average Minutes). Key independent variables include: (i) an indicator for whether
the observation falls in the post-FinTech period (from July 2020 onward) (Post); (ii) the average FinTech score
of all applications received after FinTech adoption (Average Score); and (iii) the share of applications initially
rejected by the FinTech system but later approved by the credit officer (Rescued Ratio). Column (1) reports results
using the full passenger vehicle sample. Columns (2) and (3) use a comparable subsample of passenger vehicle
applications restricted to the interval [475−MBW,475+MBW], where MBW denotes the margin bandwidth used
to construct a locally comparable sample around the FinTech score approval threshold. Officer–year–day level
control variables include contract, borrower, and vehicle characteristics: log(contract duration), down payment
ratio, log(contract financing), contract interest rate, new vehicle, business use, and vehicle brand. For default-
related outcomes, we additionally control for log(client age), married client, male client, repeat buyer, and local
client. Standard errors are clustered at the officer level, and t-statistics are reported in parentheses. Coefficients
marked with ***, **, and * indicate statistical significance at the 1%, 5%, and 10% levels, respectively.

Level Officer-Year-Day

Variable Log(Average Minutes)

Sample Passenger Vehicle Sample Comparable Passenger Vehicle Sample

(1) (2) (3)

Post -0.287***
(0.038)

Average Score -0.001***
(0.000)

Rescued Ratio 0.328***
(0.081)

Control ✓ ✓ ✓
Officer FE ✓ ✓ ✓
Year-Day FE ✓ ✓
Observations 5,530 3,485 3,485
R-squared 0.387 0.591 0.596
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Table XI. Long-Term Effects of Human–Machine Collaboration on the Rescued Group

This table investigates the heterogeneous effects of human–machine collaboration in credit approval exceptions
across different stages of the post-FinTech period, using a subsample of passenger vehicle restricted to the interval
[475−MBW,475+MBW]. MBW denotes the margin bandwidth used to construct a locally comparable sample
around the approval cutoff. The dependent variables include the default indicator, log(default days), default day
ratio, and the The dependent variables include the default indicator, log(default days), default day ratio, and the
hard information dependence index. Rescued is an indicator variable equal to 1 for applications initially rejected
by the machine but subsequently approved by a human, and 0 otherwise. To assess potential dynamic effects over
time, we divide the post-FinTech sample equally into two subsamples based on the timing of loan origination:
an early post-adoption period and a late post-adoption period. Control variables include contract-, borrower-,
and vehicle-level characteristics: log(contract duration), down payment ratio, log(contract financing), contract
interest rate, new vehicle, business use, and vehicle brand. For default-related outcomes, we additionally control
for borrower characteristics: log(client age), married client, male client, repeat buyer, and local client. Standard
errors are clustered at the transaction level, and t-statistics are reported in parentheses. Coefficients marked with
***, **, and * indicate significance at the 1%, 5%, and 10% levels, respectively.

Sample Comparable Passenger Vehicle Sample

Variable Default HIDI

Group Early Post Late Post Early Post Late Post

(1) (2) (3) (4)

Rescued -0.009 -0.015 -0.046** -0.063*
(-0.72) (-0.66) (-2.34) (-1.88)

Coef. Diff. 0.006 -0.017
P-value of Coef. Diff. 0.15 0.050
Controls ✓ ✓ ✓ ✓
Contract Province × Year-month FE ✓ ✓ ✓ ✓
Officer × Year-month FE ✓ ✓ ✓ ✓
Agent × Year-month FE ✓ ✓ ✓ ✓
Observations 3,662 1,297 4,462 2,167
R-squared 0.139 0.172 0.157 0.228
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Table XII. Heterogeneity Analysis of Human–Machine Collaboration on the Rescued Group

This table investigates the heterogeneous effects of human–machine collaboration in credit approval exceptions
across various officer-level and contextual characteristics, using a subsample of passenger vehicle restricted to the
interval [475−MBW,475+MBW]. MBW denotes the margin bandwidth used to construct a locally comparable
sample around the approval cutoff. The dependent variables include the default indicator, log(default days),
default day ratio, and the The dependent variables include the default indicator, log(default days), default day
ratio, and the hard information dependence index. O f f icer Experience is measured by the number of months
an officer has worked in the current credit approval position at the time of FinTech adoption. O f f icer Age is
measured based on age at the time of FinTech introduction. O f f icer Education is a categorical variable equal to
0 for below bachelor’s degree, 1 for bachelor’s degree, and 2 for above bachelor’s degree. O f f icer Male is an
indicator equal to 1 for male officers and 0 for female officers. Past De f ault and Past HIDI refer to the average
historical default rate and hard information dependence index of contracts reviewed by the officer prior to FinTech
adoption. Covid −19 is defined as the proportion of days within a given month during which the applicant’s city
is classified as medium- or high-risk due to COVID-19 containment policies. The outcome variables include the
default indicator and the HIDI. Rescued is an indicator variable equal to 1 for applications initially rejected by the
machine but subsequently approved by a human, and 0 otherwise. Control variables include contract-, borrower-,
and vehicle-level characteristics: log(contract duration), down payment ratio, log(contract financing), contract
interest rate, new vehicle, business use, and vehicle brand. For default-related outcomes, we additionally control
for borrower characteristics: log(client age), married client, male client, repeat buyer, and local client. Standard
errors are clustered at the transaction level, and t-statistics are reported in parentheses. Coefficients marked with
***, **, and * indicate significance at the 1%, 5%, and 10% levels, respectively.

Sample Comparable Passenger Vehicle Sample

(1) (2) (3) (4) (5) (6)

Characteristic Variable Officer Experience Officer Age Officer Education

Dependent Variable Default HIDI Default HIDI Default HIDI

Rescued × Characteristic -0.044* -0.082** 0.011 -0.207** -0.004 0.066
(-1.74) (-2.16) (0.16) (-2.05) (-0.11) (1.58)

Rescued 0.082 0.118 -0.049 0.672* -0.003 -0.182**
(1.49) (1.47) (-0.20) (1.90) (-0.04) (-2.16)

Observations 4,959 6,629 4,959 6,629 4,959 6,629
R-squared 0.144 0.178 0.143 0.178 0.143 0.178

Characteristic Variable Officer Male Past Default Past
HIDI Covid-19

Dependent Variable Default HIDI Default HIDI Default HIDI

Rescued × Characteristic 0.014 -0.017 1.005*** 0.050 0.471 0.846*
(0.73) (-0.58) (7.20) (0.78) (1.27) (1.69)

Rescued -0.035 -0.022 -0.459*** -0.068** -0.013 -0.055***
(-1.00) (-0.41) (-7.56) (-2.40) (-1.10) (-3.20)

Characteristic -0.252 0.018
(-0.77) (0.04)

Observations 4,959 6,629 4,959 6,629 4,959 6,629
R-squared 0.143 0.178 0.152 0.178 0.144 0.178

Controls ✓ ✓ ✓ ✓ ✓ ✓
Contract Province ×
Year-month FE

✓ ✓ ✓ ✓ ✓ ✓

Officer × Year-month FE ✓ ✓ ✓ ✓ ✓ ✓
Agent × Year-month FE ✓ ✓ ✓ ✓ ✓ ✓
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Appendix A: Tables

Table A1. Effects of FinTech Credit Scoring Adoption on Loan Auditors’ Approval Patterns

This table reports regression results examining how loan officers’ approval preferences change following the in-
troduction of the FinTech credit scoring system. The dependent variables are the average default rate and the
average hard information dependence index of approved applications at the officer–day level. The key inde-
pendent variable is an indicator for the post-FinTech period (Post), which equals 1 for observations from July
2020 onward, and 0 otherwise. Column (1) and (2) reports results using the full passenger vehicle sample.
Columns (3) and (4) use a comparable subsample of passenger vehicle applications restricted to the interval
[475−MBW,475+MBW], where MBW denotes the margin bandwidth used to construct a locally comparable
sample around the FinTech score approval threshold. Officer–year–day level control variables include contract,
borrower, and vehicle characteristics: log(contract duration), down payment ratio, log(contract financing), con-
tract interest rate, new vehicle, business use, vehicle brand. For default-related outcomes, we additionally control
for borrower characteristics: log(client age), married client, male client, repeat buyer, and local client. Standard
errors are clustered at the officer level, and t-statistics are reported in parentheses. Coefficients marked with ***,
**, and * indicate statistical significance at the 1%, 5%, and 10% levels, respectively.

Level Officer-Year-Day

Sample Passenger Vehicle Sample Comparable Passenger Vehicle Sample

Variable Default HIDI Default HIDI

(1) (2) (3) (4)

Post -0.176*** 0.326*** -0.298*** 0.287***
(-3.802) (5.394) (-3.880) (3.299)

Control ✓ ✓ ✓ ✓

Officer FE ✓ ✓ ✓ ✓

Observations 468 468 128 160
R-squared 0.124 0.218 0.209 0.317
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Table A2. Robustness Checks: Alternative Definitions of Delinquency Thresholds

This table reports robustness checks based on alternative definitions of loan delinquency. We re-estimate key
results using 30-day and 90-day delinquency definitions. The dependent variables are binary indicators equal
to one if the borrower is delinquent for more than 30 days (Default 30), or 90 days (Default 90) past the due
date during the loan term. Control variables include contract, borrower, and vehicle characteristics: log(contract
duration), down payment ratio, log(contract financing), contract interest rate, new vehicle, business use, vehicle
brand, log(client age), married client, male client, repeat buyer, and local client. Panels A, B, and C present results
based on the full sample, the passenger vehicle sample, and the comparable passenger vehicle sample (restricted
to the [475–MBW, 475+MBW] score range), respectively. Standard errors are clustered at the transaction level,
and t-statistics are reported in parentheses. Coefficients marked with ***, **, and * indicate significance at the
1%, 5%, and 10% levels, respectively.

Panel A: Credit Impacts of FinTech Adoption—Staggered DiD Estimates
Variable Default 30 Default 90

(1) (2)

Treat -0.323*** -0.342***
(-16.89) (-17.91)

Controls ✓ ✓
Vehicle Type FE ✓ ✓
Contract Province × Year-month FE ✓ ✓
Observations 134,468 134,468
R-squared 0.267 0.262

Panel B: Credit Impacts of FinTech Adoption—Single DiD Estimates
Variable Default 30 Default 90

(1) (2)

Treat Digi × Post -0.407*** -0.448***
(-3.84) (-4.32)

Controls ✓ ✓
Contract Province FE ✓ ✓
Officer × Year-month FE ✓ ✓
Agent × Year-month FE ✓ ✓
Observations 19,210 19,210
R-squared 0.218 0.239

Panel C: Human–Machine Collaboration on the Rescued Group
Variable Default 30 Default 90

(1) (2)

Rescued -0.116*** -0.073***
(-8.76) (-5.66)

Controls ✓ ✓
Contract Province FE ✓ ✓
Officer × Year-month FE ✓ ✓
Agent × Year-month FE ✓ ✓
Observations 4,884 4,397
R-squared 0.137 0.155
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Table A3. Robustness Checks: Alternative Constructions of the hard information dependence index

This table reports robustness checks based on alternative constructions of the hard information dependence in-
dex. Specifically: (i) we construct HIDI by directly summing the five component variables after standardization,
assigning equal weights; (ii) we construct HIDI by weighting the standardized components according to their
coefficients of variation; (iii) we include an additional standardized wage variable and re-estimate the index using
a principal component analysis approach. The outcome variables include the default indicator and the alternative
HIDI. Control variables include contract, borrower, and vehicle characteristics: log(contract duration), down pay-
ment ratio, log(contract financing), contract interest rate, new vehicle, business use, and vehicle brand. Panels A,
B, and C present results based on the full sample, the passenger vehicle sample, and the comparable passenger
vehicle sample (restricted to the [475–MBW, 475+MBW] score range), respectively. Standard errors are clus-
tered at the transaction level, and t-statistics are reported in parentheses. Coefficients marked with ***, **, and *
indicate significance at the 1%, 5%, and 10% levels, respectively.

Panel A: Credit Impacts of FinTech Adoption—Staggered DiD Estimates
Variable Equal-weighted HIDI CV-Weighted HIDI

(1) (2)

Treat 0.318*** 0.040***
(8.10) (4.84)

Controls ✓ ✓
Vehicle Type FE ✓ ✓
Contract Province × Year-month FE ✓ ✓
Observations 134,468 134,468
R-squared 0.241 0.111

Panel B: Credit Impacts of FinTech Adoption—Single DiD Estimates
Variable Equal-weighted HIDI CV-Weighted HIDI PCA-Based HIDI with

Wage Included

(1) (2) (3)

Treat Digi × Post 0.790*** 0.131** 0.202**
(3.54) (2.55) (2.04)

Controls ✓ ✓ ✓
Contract Province FE ✓ ✓ ✓
Officer × Year-month FE ✓ ✓ ✓
Agent × Year-month FE ✓ ✓ ✓
Observations 19,210 19,210 19,210
R-squared 0.416 0.186 0.392

Panel C: Human–Machine Collaboration on the Rescued Group
Variable Equal-weighted HIDI CV-Weighted HIDI PCA-Based HIDI with

Wage Included

(1) (2) (3)

Rescued -0.079* -0.005 -0.050***
(-1.92) (-0.64) (-3.22)

Controls ✓ ✓ ✓
Contract Province FE ✓ ✓ ✓
Officer × Year-month FE ✓ ✓ ✓
Agent × Year-month FE ✓ ✓ ✓
Observations 3,835 4,323 4,884
R-squared 0.294 0.176 0.292
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Table A4. Robustness Checks with Alternative Control Variables

This table reports robustness checks using alternative control variables. In Panel A, we control for whether the
client applied for a loan through an agent company. We use the dummy variable Plat f orm to indicate whether the
commercial vehicle loan application is submitted via an intermediary. In Panels B and C, we include additional
borrower-level controls: Log(Client Children), defined as the logarithm of the number of children reported by
the applicant; Log(Client Wage), defined as the logarithm of the applicant’s average monthly wage; and Rural,
a dummy variable equal to 1 if the applicant’s household registration (hukou) is rural, and 0 otherwise. The
outcome variables include the default indicator and the HIDI. Control variables include contract, borrower, and
vehicle characteristics: log(contract duration), down payment ratio, log(contract financing), contract interest rate,
new vehicle, business use, and vehicle brand. For default-related outcomes, we additionally control for log(client
age), married client, male client, repeat buyer, and local client. Panels A, B, and C present results based on
the full sample, the passenger vehicle sample, and the comparable passenger vehicle sample (restricted to the
[475–MBW, 475+MBW] score range), respectively. Standard errors are clustered at the transaction level, and
t-statistics are reported in parentheses. Coefficients marked with ***, **, and * indicate significance at the 1%,
5%, and 10% levels, respectively.

Panel A: Credit Impacts of FinTech Adoption—Staggered DiD Estimates
Variable Default HIDI

(1) (2)

Treat -0.353*** 0.154***
(-18.51) (6.74)

Platform 0.405*** 0.092***
(24.99) (5.43)

Controls ✓ ✓
Vehicle Type FE ✓ ✓
Contract Province × Year-month FE ✓ ✓
Observations 134,468 134,468
R-squared 0.271 0.091

Panel B: Credit Impacts of FinTech Adoption—Single DiD Estimates
Variable Default HIDI Default HIDI

(1) (2) (3) (4)

Treat Digi × Post -0.510*** 0.375*** -0.544*** 0.336**
(-5.04) (2.72) (-4.95) (2.26)

Log(Client Children) 0.000 0.082***
(0.02) (6.63)

Log(Client Wage) 0.017*** 0.035***
(3.79) (5.74)

Rural 0.005 0.042***
(0.64) (4.24)

Controls ✓ ✓ ✓ ✓
Contract Province FE ✓ ✓ ✓ ✓
Officer × Year-month FE ✓ ✓ ✓ ✓
Agent × Year-month FE ✓ ✓ ✓ ✓
Product FE ✓ ✓
Observations 19,210 19,210 15,737 15,737
R-squared 0.234 0.199 0.239 0.244

Panel C: Human–Machine Collaboration on the Rescued Group
Variable Default HIDI Default HIDI

(1) (2) (3) (4)

Rescued -0.001 -0.056*** -0.043*** -0.048**
(-0.09) (-2.93) (-3.05) (-2.12)

Log(Client Children) -0.021 0.084***
(-1.02) (2.96)

Log(Client Wage) 0.013 0.041**
(1.14) (2.39)

Rural -0.005 0.027
(-0.35) (1.18)

Controls ✓ ✓ ✓ ✓
Contract Province FE ✓ ✓ ✓ ✓
Officer × Year-month FE ✓ ✓ ✓ ✓
Agent × Year-month FE ✓ ✓ ✓ ✓
Product FE ✓ ✓
Observations 4,397 5,133 3,347 3,878
R-squared 0.163 0.174 0.186 0.207
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Table A5. Robustness Checks with Alternative Sample Constructions

This table reports robustness checks using alternative sample constructions. Specifically: (i) we drop observations
involving a single individual who repeatedly purchased multiple vehicles; (ii) we exclude unfinished applications
with a recorded completion time greater than or equal to the year 2024. The outcome variables include the default
indicator and the HIDI. Control variables include contract, borrower, and vehicle characteristics: log(contract
duration), down payment ratio, log(contract financing), contract interest rate, new vehicle, business use, and ve-
hicle brand. For default-related outcomes, we additionally control for log(client age), married client, male client,
repeat buyer, and local client. Panels A, B, and C present results based on the full sample, the passenger vehicle
sample, and the comparable passenger vehicle sample (restricted to the [475–MBW, 475+MBW] score range),
respectively. Standard errors are clustered at the transaction level, and t-statistics are reported in parentheses.
Coefficients marked with ***, **, and * indicate significance at the 1%, 5%, and 10% levels, respectively.

Sample Drop Repeat Buyers Drop Unfinished (2024)

Variable Default HIDI Default HIDI

(1) (2) (3) (4)

Panel A: Credit Impacts of FinTech Adoption—Staggered DiD Estimates

Treat -0.331*** 0.177*** -0.348*** 0.160***
(-16.66) (7.42) (-17.81) (6.87)

Controls ✓ ✓ ✓ ✓
Vehicle Type FE ✓ ✓ ✓ ✓
Contract Province × Year-month FE ✓ ✓ ✓ ✓
Observations 129,637 129,637 121,840 121,840
R-squared 0.263 0.087 0.278 0.063

Panel B: Credit Impacts of FinTech Adoption—Single DiD Estimates

Treat Digi × Post -0.509*** 0.423*** -0.506*** 0.376***
(-4.82) (2.99) (-5.03) (2.73)

Controls ✓ ✓ ✓ ✓
Contract Province FE ✓ ✓ ✓ ✓
Officer × Year-month FE ✓ ✓ ✓ ✓
Agent × Year-month FE ✓ ✓ ✓ ✓
Observations 18,353 18,353 17,263 17,263
R-squared 0.230 0.184 0.227 0.203

Panel C: Human–Machine Collaboration on the Rescued Group

Rescued 0.001 -0.058*** -0.006 -0.056***
(0.04) (-2.99) (-0.49) (-2.83)

Controls ✓ ✓ ✓ ✓
Contract Province FE ✓ ✓ ✓ ✓
Officer × Year-month FE ✓ ✓ ✓ ✓
Agent × Year-month FE ✓ ✓ ✓ ✓
Observations 4,328 5,031 4,116 4,800
R-squared 0.162 0.162 0.160 0.161
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Table A6. Robustness Checks: Considering the Impact of Firm-Specific Events

This table reports robustness checks that account for the potential influence of major firm-specific events. Specifi-
cally: (i) we exclude applications submitted in February 2020, the period during which the firm obtained external
equity financing; (ii) we exclude applications submitted in June 2021, corresponding to the timing of a top man-
agement team turnover. The outcome variables include the default indicator and the HIDI. Control variables
include contract, borrower, and vehicle characteristics: log(contract duration), down payment ratio, log(contract
financing), contract interest rate, new vehicle, business use, and vehicle brand. For default-related outcomes, we
additionally control for log(client age), married client, male client, repeat buyer, and local client. Panels A, B, and
C present results based on the full sample, the passenger vehicle sample, and the comparable passenger vehicle
sample (restricted to the [475–MBW, 475+MBW] score range), respectively. Standard errors are clustered at the
transaction level, and t-statistics are reported in parentheses. Coefficients marked with ***, **, and * indicate
significance at the 1%, 5%, and 10% levels, respectively.

Sample Drop Feb 2020 (Equity Event) Drop June 2021 (Mgmt Turnover)

Variable Default HIDI Default HIDI

(1) (2) (3) (4)

Panel A: Credit Impacts of FinTech Adoption—Staggered DiD Estimates

Treat -0.325*** 0.178*** -0.350*** 0.153***
(-15.71) (7.25) (-18.22) (6.67)

Controls ✓ ✓ ✓ ✓
Vehicle Type FE ✓ ✓ ✓ ✓
Contract Province × Year-month FE ✓ ✓ ✓ ✓
Observations 133,338 133,338 126,557 126,557
R-squared 0.263 0.091 0.262 0.095

Panel B: Credit Impacts of FinTech Adoption—Single DiD Estimates

Treat Digi × Post -0.510*** 0.375*** -0.508*** 0.377***
(-5.03) (2.72) (-5.01) (2.71)

Controls ✓ ✓ ✓ ✓
Contract Province FE ✓ ✓ ✓ ✓
Officer × Year-month FE ✓ ✓ ✓ ✓
Agent × Year-month FE ✓ ✓ ✓ ✓
Observations 18,981 18,981 17,704 17,704
R-squared 0.227 0.197 0.229 0.201

Panel C: Human–Machine Collaboration on the Rescued Group

Rescued -0.001 -0.056*** -0.008 -0.058***
(-0.09) (-2.93) (-0.68) (-2.92)

Controls ✓ ✓ ✓ ✓
Contract Province FE ✓ ✓ ✓ ✓
Officer × Year-month FE ✓ ✓ ✓ ✓
Agent × Year-month FE ✓ ✓ ✓ ✓
Observations 4,397 5,133 4,191 4,874
R-squared 0.163 0.174 0.158 0.172
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Table A7. Robustness Checks: Alternative Backfilling Methods for FinTech Scores

This table presents robustness checks based on alternative methods for backfilling FinTech scores. Specifically,
we apply two machine learning techniques—Ridge regression and Lasso regression—to reconstruct historical
FinTech scores. The outcome variables include the default indicator and the alternative HIDI. Control variables
include contract, borrower, and vehicle characteristics: log(contract duration), down payment ratio, log(contract
financing), contract interest rate, new vehicle, business use, and vehicle brand. For default-related outcomes, we
additionally control for log(client age), married client, male client, repeat buyer, and local client. Panels A, and
B present results based on the full sample, and the passenger vehicle sample, respectively. Standard errors are
clustered at the transaction level, and t-statistics are reported in parentheses. Coefficients marked with ***, **,
and * indicate significance at the 1%, 5%, and 10% levels, respectively.

Sample Ridge Score Lasso Score

Variable Default HIDI Default HIDI

(1) (2) (3) (4)

Panel A: Credit Impacts of FinTech Adoption—Staggered DiD Estimates

Treat -0.309*** 0.203*** -0.203*** 0.211*
(-7.42) (3.84) (-2.68) (1.95)

Controls ✓ ✓ ✓ ✓
Vehicle Type FE ✓ ✓ ✓ ✓
Contract Province × Year-month FE ✓ ✓ ✓ ✓
Observations 13,433 9,992 7,991 6,390
R-squared 0.246 0.147 0.171 0.110

Panel B: Credit Impacts of FinTech Adoption—Single DiD Estimates

Treat Digi × Post -0.451* 0.584** -0.236 0.555***
(-1.69) (2.52) (-1.54) (3.56)

Controls ✓ ✓ ✓ ✓
Contract Province FE ✓ ✓ ✓ ✓
Officer × Year-month FE ✓ ✓ ✓ ✓
Agent × Year-month FE ✓ ✓ ✓ ✓
Observations 6,243 5,343 7,353 6,064
R-squared 0.315 0.243 0.212 0.165
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